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1. INTRODUCTION 

Synthetic data methods were designed to address the conflicting demands placed on data 

holders to unlock the research and policy potential of microdata while at the same time 

preserving the confidentiality of individuals [1]. These methods, detailed in a monograph 

[2], have been recently recognized by the UK National Statistical Agencies (NSAs) 

which plan to use bespoke synthetic data to expand the use of the UK Longitudinal 

Studies (LSs). The generation of useful synthetic data often involves, however, a 

substantial investment of research time. Automated synthesising methods are therefore 

essential when the process has to be conducted rapidly and on a regular basis. This paper 

describes the application of synthetic data to the LSs, presents method implemented in an 

R [3] package synthpop
2
 for producing non-disclosive entirely synthetic data and 

evaluates automated synthesising approaches. 

1.1. The UK Longitudinal Studies 

The England and Wales Longitudinal Study (ONS LS) [4], the Scottish Longitudinal 

Study (SLS) [5] and the Northern Ireland Longitudinal Study (NILS) [6] are rich 

microdata sets linking samples from the national Census in each country to 

administrative data (births, deaths, marriages, cancer registrations and other sources) for 

individuals and their immediate families across several decades. The sensitive nature of 

the information they contain, and the legal restrictions that apply to Census data, mean 

that access to the microdata is restricted to approved researchers and LSs support staff, 

who can only view and work with the data in safe settings controlled by the NSAs. The 

fairly restrictive access regime has a detrimental impact on usage and limits potential 

impact of the three LSs. 

1.2. Application of synthetic data 

Synthetic data with no real individuals, but which mimic the original observed data and 

preserve the relationships between variables and transitions of individuals over time 

could be made available to accredited researchers to analyse on their own computers. As 

no user of the LSs has access to all of the variables, researchers would be provided with a 

synthetic version of an extract with just the data they require for the population relevant 

to their research. Synthetic data would be created for each extract separately and would 

thus be project-specific. They need to resemble the actual data as closely as possible, but 

would never be used in any final analyses. The users carry out exploratory analyses and 

test models on the synthetic data, but they or LSs support staff use the code developed on 

the synthetic data to run their final analyses on the original data. This approach 

recognises the limitations of synthetic data produced by these methods. A similar 
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approach is currently being used for synthetic products made available by the U.S. 

Census Bureau
3
.  

2. METHOD AND SOFTWARE 

The synthpop package for R has been developed as part of the ESRC funded SYLLS 

project (Synthetic Data Estimation for UK Longitudinal Studies) to facilitate production 

of synthetic versions of LS data extracts requested by users. Via the function syn() 

synthetic data are produced using a single command and to run default synthesis only the 

data to be synthesised have to be provided as a function argument, e.g. syn(data). The 

package offers a variety of options to customize synthesis [7-8] which can be used to 

influence the disclosure risk and the utility of the synthesised data. The essential features 

of the synthesis procedure remain, however, unchanged. Variables are synthesised one-

by-one using sequential regression modelling. It means that conditional distributions, 

from which synthetic values are drawn, are defined for each variable separately. Note 

that the fitted regression models are conditioned on the original variables that are earlier 

in the synthesis sequence. Similar conditional specification approaches are used in most 

implementations of synthetic data generation. They are preferred to joint modelling not 

only because of the ease of implementation but also because of their flexibility to apply 

methods that take into account structural features of the data such as logical constraints 

or missing data patterns. To reproduce any such restrictions in the synthesised data they 

have to be specified in optional parameters of the syn() function. 

With practicality and flexibility in mind, classification and regression trees (CART) are 

used as the default conditional models for synthesis but various parametric alternatives 

are also available. CART [9] are an algorithmic modelling approach that can be applied 

to any type of data. The basic idea is to recursively split a data set into groups with 

increasingly homogeneous outcome. The splits are specified as yes-no questions 

referring to the predictor space. The values in each final group approximate the 

conditional distribution of the predicted variable for units with predictors meeting the 

criteria that define that group. The synthetic values are generated by sampling from an 

appropriate group. CART models were suggested for generation of synthetic data by 

Reiter [10] and then evaluated as performing well by Drechsler and Reiter [11]. The key 

advantage of CART models is the ability to capture, in an automatic manner, non-linear 

relationships and interaction effects in the data that can be difficult to model using 

parametric approach. 

3. EXAMPLE 

The characteristics and quality of synthetic data depend on the models used to generate 

them. Specifying appropriate models that capture all essential features of the original data 

is therefore crucial but it requires expertise in both the data to be synthesised and 

statistical methods. Moreover, it can be cumbersome (if at all possible) and pose a major 

obstacle for data custodians with limited resources. With this in mind, we use the 

synthpop package and its syn() function to synthesise data with default settings for CART 

and parametric models and we evaluate and compare the quality of the results. In general, 

we aim to reproduce the logical structure of the data, univariate distributions and 

multivariate relations among the variables so that an analysis based on the synthetic data 
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leads to the similar statistical inference as an analysis based on the observed data. We 

focus here on the final aspect and compare model estimates with and without interaction. 

We have extracted data on age, sex, marital status and long-term illness from the SLS 

database for the 1991 Census and the acronyms AGE9, SEX9, MSTAT9 and ILL9 are 

used to describe them. Multiple synthetic data sets were produced for both non-

parametric (CART) and parametric (Parametric) synthesis. In the latter case default 

polychotomous or logistic regression was used depending on variable type. In terms of 

exploratory analyses (details not shown here) the CART method gave more satisfactory 

results than parametric methods, e.g. it was much better at retaining a constraint that was 

obeyed by the original observed data (marital status ‘single’ for under 16s) when it was 

not forced by the customized parameters of the syn() function. Note that before 

regression analysis data syntheses were rerun with this constraint imposed. 

Optimally an analysis based on the synthesised data should lead to the same statistical 

inferences as an analysis based on the observed data. For illustration we investigate here 

results of a logistic regression to absence of long-term illness in 1991 as a model from 

age, marital status and sex, a model that was part of the parametric syntheses. Figure 1 

compares the estimates from the real data with the averages from the 50 syntheses from 

Parametric and CART models respectively. The estimates from the Parametric models 

are very close to the real estimates but the estimates from the CART syntheses are also 

similar to the real estimates and the same conclusions are drawn in all three cases. We 

can see that freedom from long-term illness decreases sharply with age and is higher for 

females than males. Adjusting for age and sex, those married, remarried or widowed are 

more likely to be free from long-term illness than those who are single, whereas the 

opposite is true for the divorced. 

 

Figure 1. Coefficients of fit to ILL9=“No” from AGE9, SEX9 and MSTAT9 for real 

and synthetic data. 

Despite very good performance of Parametric methods in the above example where a 

model of interest was part of the parametric syntheses the methods possess some major 

disadvantages. They preclude an analyst, with access only to the synthetic data, from 

checking departures from an assumed model, such as lack of linearity or the absence of 

interactions. This is illustrated here by fitting a further model which includes a sex by 

marital status interaction. Results are shown in Figure 2. For the observed data there is 

evidence of an interaction. The association of being married with lack of illness is 

stronger for men than for women. The CART syntheses do a reasonable job of 

reproducing this, whereas the Parametric syntheses show no evidence of this interaction 

since they are generated from an interaction-free model. As illustrated, with the CART 
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method it is possible to capture various features of the underlying original data without 

any tuning of the synthesis. The CART method would be therefore preferred over the 

parametric methods. 

 

Figure 2. Coefficients of fit to ILL9=“No” from AGE9, SEX9 and MSTAT9*SEX9 

interaction for real and synthetic data. 

4. DISCUSSION 

Synthetic data offer a way to expand the use of confidential microdata such as the UK 

LSs. The synthpop package for R with its default CART method has been developed to 

facilitate generation of such data. It is not, however, a final product and feedback from 

package and synthetic data users is absolutely invaluable for further improvements and 

development of best practices. Next to facing the challenge of producing synthetic data, 

we also need to address the concerns of data custodians responsible for protecting 

confidentiality. Finally, weaknesses and limitations of synthetic data have to be clearly 

communicated. 
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