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Abstract  
 
The timely, accurate monitoring of social indicators, such as poverty or inequality, at a 
fine grained spatial and temporal scale is a challenging task for official statistics, albeit a 
crucial tool for understanding social phenomena and policy making. We advocate in this 
paper that an interdisciplinary approach, combining the body of statistical research in 
small area estimates with the body of research in social data mining based on big data, 
can provide novel means to tackle this problem successfully. Big data sensed from the 
digital breadcrumbs that humans leave behind in their daily activities mediated by the 
ICT’s are in fact providing ever more accurate proxies of social life. Social data mining 
from these data, coupled with advanced model-based techniques for fine-grained 
estimates, have the potential of providing us with a novel microscope for understanding 
social complexity. 
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1. Introduction 
 
 
Statistical methods and social mining from “big data” represent today a concrete 
opportunity for understanding social complexity. We present a research roadmap for the 
use of statistical methods combined with social mining, i.e., the methods for extracting 
information from the vast amount of data generated by human activities - the big data – 
aimed to improve our ability to measure, monitor and, possibly, predict social 
performance, well-being, deprivation poverty, exclusion, inequality, and so on, at a fine-
grained spatial and temporal scale.  
The rapid growth of the Internet and the Web, the easiness with which global 
communication and trade takes place, the ability of news and information as well as 
epidemics, trends, financial crises and social unrest to spread around the world with 



incredible speed and intensity – all these are examples that reveal the complexity of the 
global interconnected society we inhabit. The opportunity to observe and measure human 
activities by means of big data originating from ICT system we used every day seems to 
be an opportunity to scrutinize the ground truth of individual and collective behaviour at 
an unprecedented detail in real time (Giannotti et al. 2013).  
There are available sources of data that are  proxies of social behaviour along various 
dimensions 

• Social networks, blogs, web search keywords can trace desires, opinions and 
sentiments;  

• Emails and phone contacts can trace our relationship and social connections;  
• Transaction records of our purchases proxy for the lifestyle and shopping 

patterns;  
• Records of our mobile phone calls and GPS tracks can trace our movements.  

Other social-human data include financial, health and institutional data. Sophistication of 
sensors we interact with and carry with us every day, such as smartphone, generate 
billions of data that create the opportunity to disentangling the social complexity we live 
in. We are just at the beginning of the data revolution era, which will impact profoundly 
all aspects of society: government, business, science and entertainment (World 
Economic Forum 2011). In practice the data revolution is in its infancy, and there is still 
a gap from the big data to the big picture, i.e. from the opportunity to the challenges 
(Giannotti et al. 2013). Giannotti et al. (2013) individuate three reasons behind the gap:  

1. Sensed data are fragmented, low-level and poor; 
2. Analytics is too fragmented, low level and poor also because data mining and 

models and patterns do not speak the language of human activities; 
3. There are many regulatory, business and technological barriers to set the power of 

big data free for social mining, so that all individuals, businesses and institutions 
can safely access the knowledge opportunities.  

To bridge this gap Giannotti et al. (2013) advocate a vision of a Planetary Nervous 
System, which is a middle-layer technology that make the knowledge and semantics 
hidden in big data available for addressing the big question about social complexity 
(Pentland, 2012). The planetary nervous system is based on three pillars: 

1. Social sensing is aimed at developing better methods for harvesting the big data 
from the techno-social ecosystem and make such big data available for 
mining/analysis at a properly high abstraction level; 

2. Trusted network and privacy-aware social mining is aimed at creating a new deal 
around the questions of privacy and data ownership; 

3. Social mining is the problem of discovering patterns and models of human 
behaviour from the send data across the various social dimensions: it is aimed at 
extracting multi-dimensional patterns and models from multi-dimensional data. 
To this aim, social mining needs novel concepts of multi-dimensional pattern 
discovery and machine learning, and of multi-dimensional social network 
analysis. 

Especially in this third pillar the connection with statistics is fundamental. In social 
statistics information are collected by means of survey or Census. Censuses are complex 
and expensive to carry out, so surveys represent the feasible way to collect data. In order 
to make inference on the target population surveys should be drawn in such a way that 



they are representative of the population. In statistics a survey data set is defined to be 
representative with respect to a variable X if the distribution of X in the data set is equal 
to the distribution of this variable in the population (Kruskal and Mosteller, 1979).  
Our goal is to measure social complexity. In particular we want to focus on the 
identification and quantification of social exclusion and deprivation at a local level (LAU 
1 – LAU 2 level). Survey sample could be a feasible solution to assess poverty and 
deprivation at a local level. However the high cost in terms of time, financial resources 
and people result in an impracticability of this instrument to obtain accurate estimates at 
a local level. For example available data to measure poverty and living conditions across 
the European Union come mainly from sample surveys, such as the Survey on Income 
and Living Conditions (EU-SILC). However, these data can be used to produce direct 
accurate estimates only at the national or regional level (NUTS 1-2 level). To obtain 
estimates referring to smaller unplanned domains - to which we refer as small areas - 
such as provinces and municipalities (LAU 1-2 levels), there is lack of data. Possible 
solutions are increasing the sample size, normally unfeasible due to limited available 
resources, or resort to small area estimation methods. By these methodologies reliable 
estimates at a local level can be obtained, ensuring the constructions of poverty 
indicators and maps on which to base political decision aimed at reducing vulnerabilities 
and difficult living conditions. These alternative methodologies treat the larger region as 
planned domains while the smaller area of interest, such as provinces or municipalities, 
are considered to be unplanned domains, with typically small, or even zero, sample size. 
Small area estimation techniques are pushed from an increasing demand from policy 
makers for more detailed information about the geographic distribution of poverty, 
inequality and life condition indicators. As a consequence poverty mapping have become 
a powerful tool for designing better policies and interventions. Indeed many national 
statistical agencies are now developing, evaluating and implementing poverty estimation 
methodologies. As an example the European Commission founded two projects, 
SAMPLE (Small Area Methods for Poverty and Living Condition Estimates) and 
AMELI (Advanced Methodology for European Laeken Indicators), related to this topic. 
At its heart, poverty mapping is about combining survey data that measures poverty 
incidence with auxiliary information about the population of interest. From one side we 
have survey data collected ad hoc, such as consumption and income, and from the other 
side we have auxiliary information that are obtained from other surveys, from population 
censuses or from administrative registers. Common variables between survey and 
auxiliary information are used together to improve the precision of the small area 
estimates. However, it is essential that they refer to the same domains or population 
units. Auxiliary information can also consist of geo-referenced data about the spatial 
distribution of these domains and units, obtained via geographic information systems. 
Attributes derived from spatial information are helpful in the analysis of social-economic 
data relating to small areas since these are often display spatial structure. 
The measurement and storage of huge amounts of spatio-temporal auxiliary data referred 
to households and individuals are made possible by new communication technology. We 
are thinking about the use of point of sale data on the amount and location of household 
transactions, or the spatial tracking of the movement of individuals by means of GPS 
systems linked to their smartphone, cars and other communication device. As stated 
before we refer to all these data as big data. Their use in poverty measurement is still 



somewhat limited. The lead idea of this paper is to use the large availability of data, the 
big data, together with small area estimation techniques and surveys to have a picture of 
social behaviour that include also deprivation and social exclusion. 
In what follow we show a brief review on small area poverty indicators and the state of 
the art of social mining. We conclude with a research roadmap to combine big data and 
small area estimation in a statistical framework. 
 
 
2. Small Area Poverty Indicators 
 
 
Poverty and social exclusion are complex phenomena and they can’t be resumed by a 
single index. The European Council in December 2001 in the Brussels suburb of Laeken, 
Belgium, has laid down a set of statistical indicators on poverty and social exclusion. 
These indicators are commonly known as Laeken indicators. They include measures of 
the incidence of poverty and of the intensity of poverty. They are an important tool to 
identify poverty and inequality when making comparison between areas of interest. 
The incidence of poverty is measured by the Head Count Ratio - also known as the At-
Risk-of-Poverty Rate - while the intensity of poverty is measured by the Poverty Gap. 
These are special case of the generalized measures of poverty introduced by Foster et al. 
(1984), hereafter FGT. Denoting by t the poverty line, by d the domain of interest and by 
α a sensitivity parameter the class of FGT poverty measures are defined as: 
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The poverty line t is a level of income that defines the state of poverty. This means that 
households with income below t are considered poor. y is a measure of income for the 
unit (household) j, Nd is the number of units in area d, I is the indicator function that is 
equal to 1 when yjd ≤ t and 0 otherwise. When α = 0 Fα,d is the Head Count Ratio or 
HCR indicator whereas when α = 1, Fα,d is the Poverty Gap indicator. 
The HCR index is simply the proportion of units in the area with income at or below the 
poverty line. This index is easy and fast to compute and can be easily interpreted so it is 
widely used in poverty estimation. However, it implicitly assumes that all poor units are 
in the same situation. Thus, the easiest way to reduce the HCR index for an area is to 
transfer benefits to units just below the poverty line given that they are cheapest to move 
across the line. For this reason policies based exclusively on HCR type indexes can be 
sub-optimal. Calculating the intensity of poverty by the Poverty Gap index it is possible 
to individuate those areas where poor people is nearest the poverty line. This indicator 
can be interpreted as the average shortfall of poor units; it shows how much would have 
transferred to the poor to bring their expenditure up to the poverty line. 
Opportunely changing the y variable and the parameter α, a lot of Laeken indicators can 
be computed using equation (1): At-risk-of-poverty rate, Persistent at-risk-of-poverty 
rate, Persistent at-risk-of-poverty rate (alternative threshold), Relative median at-risk-of-
poverty gap, Long-term unemployment rate, Persons living in jobless households, Early 



school leavers not in education or training, Dispersion around the at-risk-of-poverty 
threshold, At-risk-of-poverty rate anchored at one moment in time, At-risk-of-poverty 
rate before cash social transfers, In-work at risk of poverty rate, Long term 
unemployment share, Very long term unemployment rate. 
The others Laeken indicators require proper formulas to be computed, these are: At-risk-
of-poverty threshold, S80/S20 income quintile share ratio, Regional cohesion, Life 
expectancy at birth, Self defined health status, Gini coefficient. 
Of course, it is also true that these measures cannot allow for a deepen study of 
deprivation and social exclusion they are considered starting points. Analysis based on 
non-monetary indicators can provide a more complete picture of poverty and deprivation 
(Cheli and Lemmi 1995). In particular, since poverty is often a relative concept, the set 
of indicators used to characterize it is generally enlarged to include other indicators for 
vulnerable groups, i.e. those likely to enter in the state of poverty (see the results of the 
SAMPLE project). 
When there is a reasonably large sample (say > 100) in the area d the FGT indicator can 
be estimated by 
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Estimator (2) is a direct estimator. This means that the estimator depends only on the 
sample data from the area. wjd denote the sampling weight of unit j in the sample sd of 
units in area d, i.e. j is one of the nd sampled units from small area d; typically 

w
jd

= N
dj ∈sd

∑ , the population size of area d, but it is not mandatory. When the sample 

in area d is of limited size estimator (2) is not accurate, i.e. it has high variability that 
implies an extremely large estimation interval. In these cases small area estimation 
techniques can be employed. As stated before the idea of small area methods is to use 
statistical models to link the survey variable of interest with covariate information that is 
also known for out of sample units. To estimate 1 we use the decomposition 
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where rd is the set of Nd-nd non sampled units in area d and 
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≤ t ). The first addend in (3) is known and can be computed 

while the second addend is unknown and should be predicted under an appropriate 
model. Prediction is based on the use of auxiliary variable that have to be common 
between survey data and population data. For instance let us know a set of auxiliary 
variable xjd for each unit j in area d. Using the sample data we can estimate a model for 
the y variable, yjd = f(xjd; β) j=1,…,nd, where β is a set of model parameters that can be 
estimated in some way (using maximum likelihood, least squares, etc.). Then, using the 

model we can predict y values for the out of sample units: ŷ
jd

= f (x
jd

; β̂) , j=1,…,Nd-nd. 

Finally, a small area estimator of FGT is 
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random effect models, with these models it is possible to account for the between area 
variation, see Rao (2003) for further details on the use of these models in small area 
estimation. A study on the use of random effect model in small area poverty estimation is 
in Molina and Rao (2010). A recent alternative approach is based on the M-quantile 
model (Chambers and Tzavidis, 2006). This approach models the M-quantiles of y given 
x rather than the expected values (as would be in the case of random effect model) and 
then characterises the difference between the small area using different M-quantile 
orders, and hence different fitted models. As described in Tzavidis et al. (2010) and 
Marchetti et al. (2012) the M-quantile approach can be combined with the concept of 
smearing estimator (Duan 1983) to estimate equation (1). A third approach to poverty 
estimation is based on the methodology proposed by Elbers et al (2003), which is often 
referred to as the World Bank or ELL method. This method is similar to the method 
proposed by Molina and Rao (2010) but less efficient because it doesn’t take into 
account the between area variation. Standard error estimates of FGT small area estimator 
are described in Molina and Rao (2010), Marchetti et al. (2012) and Elbers et al. (2003) 
respectively for the random effect model approach, the M-quantile approach and the 
World Bank method. 
Actually, given the limited resources allocated for poverty assessment, the study of 
relative differences in poverty across the study population inevitabily requires the 
application of small area estimation methods. Analysts applying poverty mapping 
methods provide guidance to decision makers about level and variation of deprivation 
across a study population, allowing the efficient allocation and monitoring of funding for 
poverty alleviation. To ensure that this guidance is sound there is need that the models 
underpins the small area estimation method is fit for purpose. For this reason we 
recommend that the nature of the data used to measure poverty is given careful 
consideration. So the use of alternative sources of data, such as the big data, has to be 
carried out with care. 
 
 
3. Social Mining 
 
 
Social Mining aims to provide the analytical methods and associated algorithms needed 
to understand human behaviour by means of automated discovery of the underlying 
patterns, rules and profiles from the massive datasets of human activity records produced 
by social sensing. Although data mining and statistical learning from traditional 
databases are relatively mature technologies (Tan et al. 2006, Hastie et al. 2009), the 
emergence of big data of human activities, their networked format, their heterogeneity 
and semantic richness, their magnitude and their dynamicity pose new exciting scientific 
challenges. 



We need significant advances in providing large-scale data mining of digital and 
physical traces generated across social media, environmental, mobile and wearable 
sensing devices in order to predict human behaviour and diffusion processes in highly 
complex and heterogeneous socio-technical systems in different fields. 
Human Data Mining, Reality Mining: these are the new keywords witnessing the 
flourishing of novel data mining, statistical learning and network science methods 
centred on the digital footprints of human activities. These are the ground where the 
different disciplines are converging. 
Social network analysis studies interpersonal relationship to understanding the structure 
of the dynamics of the fabric of human society. the statistical laws regulating statics and 
dynamics of complex networks (Watts and Strogatz 1998, Barabasi and Albert 1999, 
Newman 2010), and the methods aimed at discovering patterns, evolutionary rules, 
community structure and the dynamics in large social network. 
Social media mining are methods for mining from heterogeneous data, sensed from 
different on line sources (tweets, mails, blogs, web pages, link structures etc.) to the 
purpose of extracting the hidden semantics from them: i) opinion/sentiment mining, ii) 
automated tagging; iii) ranking . 
Mobility data analysis emerged as a vital field, leveraging the spatio-temporal 
dimensions of big data to the purpose of understanding human mobility behaviour, 
evolutionary patterns, daily activity pat- terns, geographic patterns. Computer scientists 
put forward mobility data mining, aimed at discovering patterns of interesting mobility 
behaviours of groups of moving objects (Giannotti and Pedreschi 2008). A recent trend 
in research focuses on extracting mobility profiles of individuals from their traces, trying 
to address one of the fundamental and traditional question in the social science: how 
human allocate time to different activities as part of the spatial temporal socio-economic 
system. 
With the size and complexity of big data, also new computational challenges will 
emerge. Dealing with graphs of that size and scope, and applying modern analytic tools 
to them, calls for better models, scalable algorithms and other innovations. 
 
 
3.1 Mining Patterns of Human Behaviour 
 
 
Social mining is the problem of discovering patterns and models of human behaviour 
across the various social dimensions: it is aimed at extracting multi-dimensional pat- 
terns and models from multi-dimensional data. To this aim, social mining needs novel 
concepts and techniques of multi-dimensional pattern discovery and of multi- 
dimensional social network analysis, whose ultimate goal is to understand human 
behaviour: 

• The discovery of individual social profiles,  
• The discovery of collective behaviours,  
• The analysis of spreading and epidemics over multi-dimensional networks,  
• The analysis of sentiment and opinion evolution. 

The key point of social mining is to combine the macro and micro laws of human 
interactions within a uniform multi-dimensional analytical framework, encompassing 



both the global models developed by complex network theory and the local patterns 
discovered by data mining in the sensed data 
Multi-dimensional Social Network Analysis: we need the foundations of a multi-
dimensional network analytics, capable of extending the methods and tools of network 
science to the multi-layered, interconnected networks resulting from the novel social 
sensing techniques. 
Multi-dimensional Social Pattern Discovery: the automated extraction of regularities, or 
analogously of segments of the whole populations whose members exhibit a common 
property. We need to expand pattern discovery towards the emergent patterns and rules 
describing socio- economic behaviours of significant sub-populations. 
Combining network science and pattern mining/inference: is aimed at discovering the 
global models of complex social phenomena, by means of statistical macro-laws 
governing basic quantities, which show the behavioural diversity in society at large. 
Although network science and data mining emerged from different scientific 
communities using largely different tools, we need to reconcile the macro vision of the 
first with the micro vision of the second within a unifying theoretical framework, 
because each can benefit from the other and together have the potential to support 
realistic and accurate models for prediction and simulation of social phenomena. 
Analytical challenges for social mining: based on the novel social mining techniques, it 
will become possible to address in a systematic way many challenging questions about 
multi-dimensional social phenomena: 

• Individual profiles, 
• Collective patterns and models, 
• Multi-dimensional diffusion processes, 
• Aggregated sentiment analysis and opinion mining. 

An example of early research where big data (phone call records) are used as a proxy of 
poverty indicators is (Eagle et al., 2010). Here a measure of diversity of social contacts, 
computed over the phone activity data of England, is shown to correlate in a surprisingly 
strong way with a measure of poverty (deprivation index) independently produced by the 
UK official statistics bureau. 
 
4. The Use of Big Data in Small Area Estimation  
 
 
In our future ICT vision, the Planetary Nervous System is the techno-social ecosystem in 
charge of collecting, processing and interpreting big data from all available sources, built 
on top on privacy-aware social sensing and mining. This system has to be integrated with 
statistical modelling for small area estimation. The possible approaches we though are 
three: 

1. Use big data as covariate in the small area model; 
2. Use survey data to check and remove the self-selection bias from estimates 

obtained using big data; 
3. Use big data to make comparisons with results obtained with small area 

estimation methods. 
A first chance to use big data in small area estimation is that of the use of these data as 
covariate in the small area model. Due to technical challenges and law restriction it is 



unfeasible at this stage to have unit level data that can be linked with administrative 
archive or census or survey data. To overcome this problem we can use the so called area 
level model, such as the Fay-Herriot model (Fay and Herriot 1979). By these class of 
models direct estimates obtained from survey data are modelled with area level auxiliary 
variables, i.e. an unique variable value for each area. Auxiliary variables can be known 
either at the population level or at the survey level, in any case knowledge at unit level is 
not required neither that auxiliary variables should be in common with survey variable. 
So it is relatively easy to aggregate big data in the domains/areas of interest and use it in 
the Fay-Herriot model. 
Alternatively one could use big data directly to measure poverty and social exclusion. 
However it is realistic to think the big data are not representative of the whole population 
of interest, principally for the self-selection problem. Using a quality survey we can 
check difference in the distribution of common variables between big data and survey 
data. If there aren’t common variables we can use known correlated data to check 
difference in the distribution. Given this difference we can compute weights that allow 
the reduction of bias due to self-selection of the big data. 
Finally, we can use poverty and deprivation measures coming from big data to 
benchmark similar measures obtained from survey data and vice versa. By this way, if in 
a given small domain/area there is accordance on the level of deprivation and poverty 
measured from big data and from survey data in that domain/area then analysts and 
policy makers may rely on a strong evidence. Otherwise if there is discrepancy between 
results obtained from the two sources of data then there is need of further investigation 
on that domain/area. 
From one hand big data represent an incredible and huge source of data on social 
complexity and human behaviour but they not ensured the representative of the 
population social phenomena. On the other hand survey data are a high quality source of 
data representative of the population of interest but this data are expansive in terms of 
money and time to be collected properly. Interaction and integration between these two 
sources of data is an important challenge for research in statistics and informatics. 
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