
1 

Forecasting Evaluation with JDemetra+:  
An application to Flash GDP growth  

 
David de Antonio Liedo1  

Jean Palate 
 

RESEARCH & DEVELOPMENT 

Statistics Department 

National Bank of Belgium 2 

 

Keywords: nowcasting, dynamic factor models, TRAMO-SEATS, forecast accuracy, 

encompassing tests 

1. INTRODUCTION 

This paper presents an innovative forecasting evaluation library that takes into account the 

calendar of macro-economic releases in order to provide a realistic simulation of out-of-

sample forecast errors in multivariate and univariate time series models. The library is meant 

to be an independent module in JDemetra+ (JD+), which is an open source, and extensible 

software written in Java for time series analysis.   JD+ is mostly used in statistical agencies 

for the analysis of seasonality, since it enables the implementation of the ESS Guidelines on 

seasonal adjustment, but it supports the use of several other time series methods.  

The forecasting evaluation library presented here complements the in-sample based 

measures of fit that are often reported. One key advantage with respect to typical evaluation 

exercises described in the literature is that it allows us to replace the standard concept of 

forecasting horizon by “information scenarios”, which are more suitable for real-time 

situations. Thus, we allow users to evaluate the forecasts obtained under pre-specified 

information assumptions that mimic the availability of data in real time forecasting 

scenarios. As an input, the algorithm requires the approximate publication delay for each one 

of the time series that enters the model.  The library incorporates multiple tests to assess the 

statistical significance of relative forecast accuracy measures, as well as the concept fixed-

event forecasts. The latter will enable us to understand how the accuracy of different 

forecasting models improves over time as they approach the actual realization.  

The empirical application will start with a brief introduction to the methodology to estimate 

the Flash GDP for a given quarter and the role played by the data on VAT returns and 

industrial production at a disaggregated level3. Those indicators are not available for the 

three months of the quarter. In this context, alternative indicators, such as surveys, could be 

considered. Survey data represent soft information regarding the recent and expected 

evolution of several sectors related to industry, services, trade, and construction activities. 

Because of their timeliness, they can help to forecast the hard data on industrial production 

and VAT returns that is missing for a given quarter. Thus, we will compare the accuracy of 

multiple models at forecasting the missing information required for the construction of the 

Flash release. The models included in the forecasting competition range from multivariate 
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2 

dynamic factor models4 to univariate ARIMA models, which are currently an important 

element of the current procedure used for the early estimation of the Flash.  The JD+ 

forecasting evaluation tool will play a fundamental role at determining which strategies 

provide the most significantly accuracy gains. The results provide additional and valuable 

information regarding the reliability of the alternative models considered beyond the in-

sample statistics often reported, which do take into account the quality of the predictor 

variables, but not their timeliness. 

2. METHODS 

2.1. Forecast Accuracy Measures 

By default, we focus on the forecasts in levels  𝑌𝑡.  The aim is that the forecasts 𝐹𝑡 is such 

that the resulting forecast errors, 𝑒𝑡 = 𝑌𝑡 −  𝐹𝑡, are as small as possible over the history. 

The following measures of accuracy allow researchers to compare the forecasts resulting 

from different methods, including the Mean Square Error (MSE),  Root Mean Squared 

Error (RMSE),  Mean Absolute Error (MAE), Median Absolute Error (MdAE) and 

Relative measures of forecast accuracy. For instance, the relative RMSE of a given model 

will be expressed as 𝑟𝑒𝑙𝑅𝑀𝑆𝐸 =
𝑅𝑀𝑆𝐸𝑚𝑜𝑑𝑒𝑙

𝑅𝑀𝑆𝐸𝑏𝑒𝑛𝑐ℎ𝑚𝑎𝑟𝑘
 . Hyndman and Koehler (2006) provide a 

critical view of the different forecast accuracy measures. Here, we aim to provide the user 

with tools to have a deeper understanding of the relative merit of all the methods and their 

statistical significance. The measures that we have defined can be computed for several 

subsamples in order to make sure the superiority of a given method remains stable.  

 

2.2. Forecast Accuracy Tests 

Forecasting models that turn out to have an excellent in-sample fit because of their large 

number of parameters may bring about very volatile forecasts, which could be translated 

into large forecast errors. Therefore, the analysis of the forecasts obtained in real time 

could add some valuable information for model comparison in finite samples beyond that 

of the usual in-sample diagnostic statistics. This kind of model comparisons, however, may 

require several years until sufficiently large time series of truly out-of-sample forecast 

errors are available. JD+ helps by reconstructing (pseudo) out-of-sample forecasts from all 

the models under consideration and implementing a number of widely used tests to 

evaluate the statistical significance of the results. 

2.2.1. Diebold-Mariano 

Define two time series of forecast errors as 𝑒1,𝑡
 

 
= 𝑌𝑡 −  𝐹1,𝑡

  and  𝑒2,𝑡
 

 
= 𝑌𝑡 − 𝐹2,𝑡

 .  

Without the need to specify these forecasts errors in terms of a model or parameters, 

Diebold and Mariano (1995) proposed to test the null hypothesis of equal predictive 

accuracy in terms of a loss function differential. Under a quadratic loss function, for 

instance, the loss differential would be defined as 𝑑𝑡
 = 𝑒1,𝑡

2
 

 
− 𝑒2,𝑡

2  
. Alternatively, a loss 

function that considers the absolute value of the error would yield the following loss 

                                                 
4  Charles et al. (2014) have recently developed a nowcasting module inside the JD+ environment, following the literature on factor models for 

short-term analysis along the lines of Banbura and Modugno (2012). 
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differential:   𝑑𝑡
 = |𝑒1,𝑡

 | 
 − |𝑒2,𝑡

  |. Thus, under the null hypothesis of equal accuracy,  𝑑𝑡
  

will be zero on average 𝐸 [ 𝑑𝑡
 ] = 0. More precisely, if we are willing to admit that   𝑑𝑡

  is 

covariance stationary, the test statistic can be calculated by regression of the loss 

differential on an intercept, using heteroskedasticity and autocorrelation robust (HAC) 

standard errors. 

2.2.2. Encompassing Tests 

In the event that both forecast errors turn out to be significantly different, one cannot 

discard the possibility that the poorly-performing forecast provides some marginal 

information that is not contained in the more accurate forecast, say 𝐹1,𝑡
 .  In such case, for 

𝜆 ∈ [0,1], the error  𝑒𝑐,𝑡
  resulting from the forecast combination 𝐹𝑐,𝑡

 = (1 − 𝜆)𝐹1,𝑡
 + 𝜆𝐹2,𝑡

   

will yield a forecast error with smaller variance than that of  𝑒1,𝑡
 

 
= 𝑌𝑡 −  𝐹1,𝑡

  .  This will 

not be the case when the covariance between   𝑒1,𝑡
 

 
and   (𝑒1,𝑡

 
 
−   𝑒2,𝑡

 
 
)  is zero.  Thus, the 

null hypothesis 𝜆 = 0 can be interpreted in terms of the statement that the second forecast 

does not add any further forecast accuracy gain, i.e. 𝐹2,𝑡
  is encompassed by 𝐹1,𝑡

  . Thus, 

Harvey et al. (2008) have proposed to formulate the test statistic as in Diebold and Mariano 

(1995), by formulating the null hypothesis in terms of 𝐸 [ 𝑑𝑡
 ] = 0, where  𝑑𝑡 

 =

  𝑒1,𝑡
  ( 𝑒1,𝑡

 −   𝑒2,𝑡
 

 
) instead of the loss differential. This is equivalent to the use of 

heteroskedasticity and autocorrelation robust (HAC) standard errors for the parameter 𝜆 in 

the regression  𝑒1,𝑡
 = 𝜆  (𝑒1,𝑡

 
 
−   𝑒2,𝑡

 
 
)  

 +  𝑒𝑐,𝑡
  . 

2.3. A new definition of forecasting horizon 

Here, we define the concept of forecast horizon in terms of the information set that is 

available to the forecaster at the point in time the forecast is computed. Thus, rather than 

specifying the simple parameter “h” that would typically stand for “horizon”, we 

parameterize what we define as an information assumption. For instance, if the target 

variable is Belgian GDP, we could define the information set available, say, one month 

before the official flash release. In this case, we have economic sentiment surveys 

available for the first three months of the quarter and industrial production figures only for 

the first month.  When comparing the pseudo out-of-sample performance of different 

models, JD+ will simulate this information assumption and recursively project GDP 

growth over the evaluation sample period. In the case of univariate models for GDP, which 

do not exploit surveys or industrial production data, the details regarding our data 

availability assumption remain less relevant and the forecast degenerates to the traditional 

one-step-ahead projection.  The parameterization of the information assumption can be 

explained in two steps, without the need to explicitly specify a calendar of data releases. 

  

1) Defining the “publication delay” (D) relative to the reference period for all 

variables. For each one of the variables that are part of the information set available to 

the forecaster, we first need to specify the approximate publication delay of the official 

data releases. Remarkably, for the Business and Consumer Surveys published by the 

National Bank of Belgium, we define a negative delay. That is, they are published 
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several days before the reference month has ended, e.g. the consumer survey for 

October was published on October 20
th

 (i.e. delay=-10 days).  

 

2) Determining the “forecasting delay” (FD) relative to the reference period for our 

variable of interest. Once we have modeled the flow of data releases, it is not 

surprising that we also need to define the publication delay of our forecast itself, i.e. the 

forecasting delay (FD).  In principle we will aim to reproduce pseudo out-of-sample 

scenarios where the forecast for a given variable is computed several months before the 

official publication data, so that FD<D for our variables of interest. The information 

assumption that results from a given FD will of course depend on the publication delay 

specified for all series in the previous step.  Such model for the publication delay is 

used by JD+ to reconstruct all the encompassing information sets available when the 

nowcasting delay ranges from FD to zero. Thus, we will be able to assess the extent to 

which the forecasts gradually get closer to the actual values the nearer we are to the 

official publication date.   

3. RESULTS 

The simulation of out-of-sample forecasts will prove very useful in our empirical 

application. We will compare the forecasting accuracy of several competing methods 

applied to the early estimation of the Flash GDP. All those methods rely on forecasts for 

VAT returns and industrial production, which are not available for the three months of the 

quarter. Those forecasts will be computed with alternative ARIMA and dynamic factor 

models specifications, which are estimated within JD+. The pseudo out-of-sample forecast 

evaluation performed will shed some light on the forecasting reliability of the different 

methods beyond the in-sample statistics typically reported, thereby providing us with 

further insurance against the curse of in-sample over-fitting. Nevertheless, as pointed out 

by Diebold (2013), we should not interpret the forecasting evaluation results as definitive 

evidence for model selection, since the testing methodology used simply tests for the 

statistical significance of accuracy gains regardless of the models. 

4. CONCLUSIONS 

The implementation of alternative nowcasting and forecasting strategies in JD+, such as the 

use of dynamic factor models, or ARIMA models (TRAMO –SEATS methodology), contains 

a number of measures of fit which are also part of the loss function both at the model selection 

and estimation stages. In the process of model selection, it is customary to avoid over-

parameterized models by minimizing a combination of the number of parameters and the one-

step-ahead squared forecast errors. In this paper, we redefine the concept of forecast horizon 

in terms of the information assumptions that are compatible with the practice of real-time 

forecasting.  Proceeding in this manner, our automatic simulation of out-of-sample projections 

will be very useful to construct measures of forecast accuracy that contribute to further insure 

the user against the curse of in-sample over-fitting. At the same time, the forecast errors 

comparisons implemented here are widely applied in the applied time series literature, since 

they measure the statistical significance of the forecasting gains associated to a given method.   
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