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1. INTRODUCTION 

The HLG (High-Level Group for the Modernisation of Statistical Production and 

Services) Big Data Project concerns the role of Big Data in the modernisation of official 

statistical production. The project is tackling strategic and practical issues that are multi-

national in nature, rather than those that are specific to individual organizations or 

national sources. While the project does involve a practical component and a 

consideration of methodological issues, its aim is not to focus on the technical details of 

analysis of Big Data, which are covered by other national and international projects, 

unless these are sufficiently cross-cutting to be of concern internationally. The project is 

composed of four task teams: 

 Partnership Task Team: identifies and reviews partnership models with data 

providers, sources and organisations such as academia, scientific communities, research 

institutes, and technology providers, to develop Big Data standards, processes and 

methodologies and to gain access to organizations to the most advances technology.  

 Privacy Task Team: reviews existing tools for risk management in view of privacy 

issues, focusing on Big Data characteristics and their implications for data privacy.  

 Quality Task Team: designs a complete quality framework for Big Data, identifying 

indicators for different phases of Input, Process, and Output.  

 Sandbox Task Team: designs, installs and uses a web-accessible environment where 

researchers coming from different institutions can explore tools and methods needed for 

statistical production, verifying in practice the feasibility of producing Big Data-derived 

statistics. 

  This paper describes in detail the work of the Sandbox task team. 

2. THE SANDBOX 

A web-accessible environment for the storage and analysis of large-scale datasets has 

been created and used as a platform for collaboration across participating institutions. 

The “Sandbox” environment has been created, with support from the Central Statistics 

office (CSO) of Ireland and the Irish Centre for High-End Computing (ICHEC). It 

provides a technical platform to load Big Data sets and tools, with the goal of exploring 

the tools and methods needed for statistical production and the feasibility of producing 

Big Data-derived statistics and replicating outputs across countries. The Sandbox 

infrastructure is a shared distributed computational environment composed of 28 

machines running a Linux operating system. The nodes are physically located within the 

ICHEC data centre and are connected with each other through a dedicated, high-speed 

network. The core software platform for Big Data processing in the Sandbox is 

Hortonworks Data Platform (HDP). This is a Hadoop distribution comprising the 

distributed file systems (HDFS), the MapReduce core, and several Hadoop side-projects 

used for data analysis (Pig and Hive). Besides HDP, other distributed computation tools 

are installed on the Sandbox that exploit the Hadoop infrastructure, namely RHadoop and 
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Spark. In general, all such tools are high-level interfaces to MapReduce, so they allow to 

write programs that translate into MapReduce jobs that are executed by the platform. 

Finally, a choice of databases is available (both relational and NoSQL) and a visual 

analytics platform (Pentaho) that allows to connect to Big Data sources and easily create 

visualizations that can be used for analysis or dissemination.  

3. THE SANDBOX TASK TEAM 

The Sandbox Task Team is composed of 38 participants from 18 among national 

institutes of statistics and international organizations. The team is organized around a set 

of “activity teams”, focusing on topics related to different statistical domains. The topics 

of interest were identified by project participants during a “sprint” meeting, held in Rome 

in March 2014. Then, the general objective of the experimentations were set and the 

activity for the acquisition of data sources was started. 

3.1. Activity Teams 

In the following the activity teams are listed, along with a short description of their 

objectives: 

 Consumer Price Indexes. Worked on testing performance of Big Data tools by 

experimenting the computation of price indexes through the different tools available in 

the Sandbox. The data sources are synthetic data sets that model price data recorded by 

point of sales in supermarket (“scanner data”), the use of which within price statistics is 

currently under study in several NSIs. 

 Mobile Phones Data. Worked on exploring the possibility of using data from 

telecom providers as a source for computing statistics (tourism, daily commuting etc.). 

The team used real data acquired from the French telecom provider Orange. 

 Smart Meters. Experimented the computation of statistics on power consumptions 

starting from data collected from smart meters reading. Two data sets are available: data 

from Ireland and a synthetic data set from Canada. 

 Traffic loops. Worked on computing traffic statistics using data traffic loops 

installed on roads in Nederland. Methodological challenges for cleaning and aggregating 

data were addressed. Moreover, the team will use the Sandbox environment for testing 

the possibility of computing production statistics over a huge dataset (6Tb). 

 Social data. Explored the possibility of using Twitter data generated from Mexico 

and collected along several months for analysing sentiment and detect touristic activity. 

 Job portals. Worked on computing statistics on job vacancies starting from job 

advertisements published on web portals. Tested the approach by collecting data from 

portals in various countries. 

 Web scraping. Tested different approaches for collecting data from the web. 

 

3.2. Acquisition of Data Sets 

7 different datasets were loaded in the Sandbox environment. Acquisition of the datasets 

has been a complex task from which several lessons have been learned. One obvious 

outcome was that data sets that are more “interesting” from a statistical point of view, 

that is carrying more information and not aggregated, are in general more difficult to 

retrieve, since they are limited by privacy constraints. The mobile phones dataset from 

Orange was an interesting case in this sense. Despite the fact that the data was already 

freely released to researchers in the context of a competition, we had to go through a 
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process of legal review, only because the purpose of utilization was different from the 

original one. Smart meters data from Ireland were released under similar conditions. In 

order to adhere to the Terms & Conditions of the above mentioned data sets we had to 

enforce privacy in the Sandbox environment, implementing access control in order to 

authorize access to sensitive data only users in the relevant team.  Sources from web and 

social medias were also used in the Sandbox experiments, in particular data from Twitter 

and from job portals in Slovenia and Italy, as well as price data from e-commerce web 

sites. Although this form of data is easily available, we experienced issues with quality, 

in terms of coverage and representativeness. We tested different techniques and tools for 

scraping data.  Finally, we cite the case of some data sets that could not be acquired. 

Satellite data from Australia, to be used for agricultural statistics, could not be released 

by the providers in time for the first phase of the project and is planned to be loaded in a 

possible extension of the project. That would be the occasion of acquiring of other 

interesting data sets, such as marine and air transport data.   

4. PRELIMINARY FINDINGS 

At the time of writing this abstract, the activity teams have not completed their work. In 

the following we present some preliminary output from the teams’ work. 

4.1. Technology 

One of the key questions behind the project was related to testing the use of tools for Big 

Data processing for statistical purposes. This is a novel approach for NSIs, whereas these 

tools were only used in an industrial context. Project results show that “traditional” tools 

such as relational databases and statistical software, especially if well-tuned and running 

on servers, still provide better performance when working on a size up to the Gigabyte 

order. However, the distributed approach of Hadoop allows to overcome the limits of 

memory and computing power of single machines, when datasets grow in the order of 

10th to 100th of Gbs. The scalability of Big Data tools comes at the price of complexity 

of installation and management. Specialized IT support is required for set up and 

maintenance of the infrastructure. Although all the tools are open source, some 

professional support can help dealing with problems that can potentially block the 

production activity. Moreover, these tools are generally “unstable”. During the project 

activity some tools were added and several updates were required even in the short time 

frame of the project. Researchers should be aware of this and be prepared of working in 

“unfriendly” environments, as well as considering frequent switches from one tool to 

another. 

When these data sizes are involved, data acquisition itself can be a difficult task. The 

traffic loops activity team had to load the full traffic loops dataset, which amounts to 

6Gb. This would have taken weeks to load through FTP, so a disk had to be physically 

shipped to ICHEC’s data centre. 

4.2. Methodology. 

A common computation environment enables shared work on methodology, especially 

where the data sets have the same form in all countries, so methods can be developed and 

tested in the shared environment and then applied to real counterparts within each NSI. 

Examples of these data sets are smart meters, scanner data, web sources and social 

media. As examples of this approach we tested the application of a methodology for 

sentiment analysis developed in the Nederlands on data from Mexico. We also obtained 

an R program for treating smart meters data from ONS and applied it to Canadian data 
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with easy data manipulation. Although web sources and social media are appropriate for 

sharing work, the language difference can represent a problem when cleaning and 

classifying text data. 

Other work on methodology has been done in the mobile phones team, for computing 

movement of people starting from call traces recorded by antennas, and in the traffic 

loops team, for calculating the average number of vehicles in transit for each day and for 

each road. More details on this will be given in the full paper.  

4.3. Skills 

The Sandbox environment allowed to test and to build novel competence without direct 

economic expenses for organizations on hardware and software licences. The 

collaborative approach allowed to gain a technical know-how in a relatively short time 

and to create a community of Big Data experts involving both statistical and IT 

resources. Training sessions were organized on the Sandbox tools, with training material 

that is available for being shared, together with findings on technology that will provide 

practical indications for organizations that need to set up Big Data infrastructures. 

4.4. Statistics. 

The project is showing for the first time, on a practical basis and on a broad scale, the 

potential and the limits of the use of Big Data as sources for computing statistics. 

Improvements in efficiency and quality are possible by replacing currently used data 

sources with novel ones (e.g.  smart meter data, scanner data, job vacancies web ads). 

New products can be obtained from different sources such as traffic loops, mobile phones 

and social data. However, sources can be of low quality so they may require some 

serious pre-processing before being used (e.g. web sources). In general, Big Data sources 

can be effectively used as additional sources, benchmarks or proxies. 

The possibility of relying on a shared environment for production statistics is severely 

limited by privacy constraints on data sets, that often pose limits to the personnel 

authorized with regards to data treatment and do not allow files to be moved outside the 

physical boundaries of a single organization. These limitations can be partly bypassed 

through the use of synthetic data sets. A synthetic data set can be obtained by perturbing 

a privacy-sensitive data set so that it loses any links with entities of the real world, 

maintaining sufficient resemblance with the real thing to be considered statistically 

meaningful. Another solution is to generate the data by modelling its behaviour through a 

specifically developed software. We used both approaches in the project, respectively for 

smart meters data and scanner data. 

5. CONCLUSIONS AND FUTURE WORK 

The HLG Big Data Sandbox is the first example of shared international statistical Big 

Data Research capability. Many statistical organisations have been working on their own 

research projects, however the feedback from participating organisations about potential 

of global big data sources, shared computation environment, international partnerships 

and exchange of expertise and experience has been highly positive. Sandbox therefore 

isn't just a set of research projects testing methodology, technology, quality and other 

aspects of use of Big Data for Statistics. It is practical test of a new innovative model of 

international collaboration and shared capabilities with the aim to leverage potential of 

Big Data sources, enabled by technological advances, new methodologies, partnerships 

and skills that would be difficult to mobilise by any individual statistical organisation. 


