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1. INTRODUCTION 

In recent years more and more statistical agencies started collecting detailed geocoding 

information for some of their surveys or administrative databases. This information 

enables researchers to define their own geographical levels when investigating spatial 

effects. Furthermore, detailed geocoding information can be used to link data from 

different sources. However, these additional research opportunities come at the price of 

increased risks of re-identification. For this reason external researchers usually cannot get 

access to the detailed geocodes.  

Generating synthetic data is an innovative approach for disseminating data to the public 

with high utility and low risks [1]. In our paper we compare three different strategies for 

generating synthetic geocodes: The first approach (denoted DPMPM in the results 

section) uses Dirichlet process mixture of products of multinomials for the synthesis, 

treating the geocoding information as categorical with combined information of its 

latitude and longitude. The second approach (denoted as CART1) is based on CART 

models [2], also treating the geocoding information as one categorical variable The final 

approach (CART2 and CART3), originally suggested by [3], treats the information on 

the latitude and longitude as two separate continuous variables and generates synthetic 

values by using CART models for both variables. CART2 and CART3 differ in the 

ordering of the two variables to be synthesized.  

Our evaluations are based on a subset of the Integrated Employment Biographies (IEB), a 

rich administrative data source at the Institute for Employment Research (IAB). We refer 

to [4] for a detailed description of the database. We selected all 3,537,556 complete-case 

observations from the state of Bavaria and for 6 variables shown in Table 1. 

2. THE CART AND DPMPM SYNTHESIZER 

As noted in [1], CART models are a flexible tool for estimating the conditional 

distribution of a univariate outcome given multivariate predictors. CART models can 

also be used to generate partially synthetic data ([2]).  
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Table 1: Variables included in the dataset  
variable characteristics  
exact geocoding info recorded as distance in meters from the point 

52 northern latitude (Y), 10 eastern longitude (X)  

sex male/female 

foreign yes/no 

skills low/medium/high 

wage low/medium/high 

distance to work 5 categories (<=1, 1-5, 5-10, 1-20, >20 km)  
 

The DPMPM uses a Dirichlet process mixture of products of multinomial 

distributions, which is a Bayesian version of a latent class model for unordered 

categorical data. A full description of the models will be included in the final paper. 

3. RESULTS 

For our evaluations we only synthesized the geocoding information for the place of 

living. To run the DPMPM model on the entire dataset is very expensive, so we cluster 

all the complete-case observations based on their geographic locations into clusters 

containing 20,000 records (for computational reasons, each of the last two clusters 

contains roughly 19,000 records). All synthesis models are run separately on each 

cluster.  

3.1. Analytical validity 

For our utility evaluations we assume that potential users of the data would be interested 

in relative frequencies for various cross tabulations of the variables contained in the 

dataset on a detailed geographical. Thus, we compute these frequencies on a specific 

geographical level (zip code). Table 2 presents the distribution of the absolute differences 

of the frequencies between the original and the synthetic data across all possible cells 

with a minimum cell sizes of 50 records for the different synthesizers.  

The DPMPM provides slightly better results than the CART models for all cross 

tabulations. However, the differences are relatively small and all methods perform 

relatively similar in terms of analytical validity. There are hardly any differences between 

the CART models but it should be noted that CART2 and CART3 can produce 

implausible geocodes, such as places of living in the middle of a lake or in industrial 

areas. This cannot happen with CART1 since the geocodes are modelled as categorical 

and thus only geocodes that were observed in the original data could appear in the 

synthetic data.  
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Table 2: Summary of the DPMPM model and the CART model results 
 Min. 1st Qu. Median Mean 3rd Qu. Max. # of cells 

one-way        

DPMPM  -46.26 -2.43 -0.16 -0.54 2.14 37.47 27117 

CART1  -52.58 -2.56 -0.18 -0.56 2.29 40.36 27116 

CART2  -55.39 -2.63 -0.21 -0.56 2.30 58.39 27113 

CART3  -52.65 -2.66 -0.21 -0.56 2.28 59.51 27112 

two-way        

DPMPM  -45.60 -2.23 -0.25 -0.80 1.28 35.31 102802 

CART1  -52.29 -2.36 -0.28 -0.83 1.37 38.59 102802 

CART2  -53.46 -2.41 -0.28 -0.82 1.39 53.90 102732 

CART3  -52.33     -2.40      -0.28 -0.82      1.38  39.31          102712 

three-way        

DPMPM  -35.87 -1.82 -0.30 -0.85 0.67 22.15 149528
888 CART1  -40.50 -1.91 -0.33 -0.88 0.72 25.28 149525 

CART2  -42.22 -1.93 -0.32 -0.86 0.74 35.43 149309 

CART3  -40.66 -1.93 -0.32 -0.87 0.73 36.74 149297 

        

3.2. Disclosure Risk Evaluations 

To evaluate disclosure risks, we compute probabilities of identification using methods 

developed in [5]. The details are omitted for brevity and a full description will be 

included in the final paper. For our evaluations we assume that the intruder knows the 

exact geocode, sex, and the information whether the individual is a foreigner or not and 

uses this information to try to identify the individuals in the database. We sample 100 

records from each cluster and assume that these J=17,700 records are the target records 

that the intruder tries to find in the data. For the geocode we assume that the intruder 

constructs grids of different size and considers all records that fall in the same grid as 

matches. We evaluate the risks for three different grids: 50x50, 500x500, and 2000x2000 

square meter grids. We also compute the risk measures if the intruder would match on 

the exact geocodes. Details on the two risk measures presented in Table 3 will be 

included in the final paper. To compare the synthesizers it suffices at this point to note 

that larger values mean higher risks for both measures. 

The risks are very small in all scenarios. The fraction of correctly identified single 

matches (the true rate) is far below 0.1% in all cases. The expected match risk can be 

interpreted as the expected number of correct guesses if the intruder would pick one 

record at random from the records with the highest matching probability for each of his 

or her target records. Given that the intruder tries to identify almost 18,000 records, 

expected numbers that are always less than 10 indicate very low risks of disclosure. A 

detailed discussion on the trade-off between utility and risk will be included in the full 

paper. 
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Table 3: Expected match risk und true match rate for various grid sizes 

Grid Measures DPMPM CART 1 CART 2 CART 3 

exact    Exp. risk 3.83 1.06 0.88 0.88 

 True rate (in %) 0.018 0 0 0 

50x50    Exp. risk 4.43 2.03 1.28 1.11 

 True rate (in %) 0.053 0 0 0 

500x500    Exp. risk 5.62 0.42 2.71 3.90 

 True rate (in %) 0.040 0 0.012 0.024 

2000x2000    Exp. risk 1.00 0.7 5.52 3.56 

 True rate (in %) 0 0 0.039 0.020 

 

4. CONCLUSIONS 

The study indicates that all synthesizers provide almost similar trade-offs between 

disclosure risk and analytical validity. The DPMPM synthesizer seems to perform 

slightly better in terms of validity but at the price of an increased disclosure risk. Still, the 

risk is very low for all synthesizers implying that the synthetic data could be released for 

all synthesizers under the given intruder assumptions. Given that the continuous CART 

synthesizer performs similar to the categorical CART synthesizer in terms of validity and 

arguably slightly worse in terms of disclosure risk the former should be preferred in 

practice. Especially, since treating the geocode as categorical will ensure that no 

implausible geocodes are generated. 

We note that the number of variables included in the dataset is very small. It is likely that 

the quality of the CART synthesizer would only improve if more variables were 

available that could be used when building the tree. Comparing the two approaches for a 

larger set of variables is an interesting area for future research. 
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