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1. INTRODUCTION  

The Internet can be considered as a data source (belonging to the vast category of Big 

Data), that may be harnessed in substitution, or in combination with, data collected by 

means of the traditional instruments of a statistical survey. The survey on “ICT in 

enterprises”, carried out by all EU Statistical Institutes, is a natural candidate to 

experiment this approach, as the questionnaire contains a number of questions, related to 

the characteristics of the websites owned or used by the enterprises, whose answers can 

be deduced directly by the content of these websites (for instance the presence of web 

sales functionalities). An experiment is being conducted whose aim is twofold: (i) from a 

technological point of view, to verify the capability to access the websites indicated by 

enterprises participating to the sampling survey, and collect all the relevant information, 

(ii) from a methodological point of view, to use the information collected from the 

Internet in order to predict the characteristics of the websites not only for surveyed 

enterprises, but for the whole population of reference, in order to produce estimates with 

a higher level of accuracy. The first phase of the experiment has been based on the use of 

the survey data, that is a sample of 19,000 respondent enterprises, that indicated a total of 

8,600 websites. Websites have been “scraped” and collected texts have been used as train 

and test sets in order to verify the validity of the applied machine learning techniques [1]. 

In the second phase, the whole reference population (192,000 enterprises) is involved, 

together with the about 90,000 websites owned or used by them. The web scraping task, 

that was already crucial in the first phase, becomes critical from the point of view of both 

efficiency and effectiveness, considering the increased number of websites. For this 

reason, a number of different solutions are being investigated, based on (i) the use of the 

Apache suite Nutch/Solr, (ii) the use of the tool HTTrack, (iii) the development of new 

functionalities for web scraping in the package ADaMSoft making use of JSOUP. In this 

paper, these alternative solutions are evaluated by comparing obtained results in terms of 

both efficiency and compliance to Official Statistics (OS) requirements. 

 

2. WEB SCRAPING SYSTEMS  

In this Section, we first introduce the Web scraping concept and we position our work 

with respect to previous ones (Section 2.1). Then, in the subsequent sections we provide 

an overview of the scraping systems under evaluation (Sections 2.2, 2.3 and 2.4) 
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2.1. Web Scraping: State of the Art in Official Statistics  

Web scraping is the process of automatically collecting information from the World 

Wide Web, based on tools (called scrapers, internet robots, crawlers, spiders etc.) that 

navigate,  extract the content of websites and store scraped data in local data bases for 

subsequent elaboration purposes.  Previous work on the usage of Internet as a data source 

for Official Statistics by means of Web scraping was carried out by Statistics Netherlands 

in recent years [2]. In particular, a first domain of experimentation was related to air 

tickets: the prices of air tickets were collected daily by Internet robots, developed by 

Statistics Netherlands supported by two external companies, and the results were stored 

for several months. The experiment showed that there was a common trend between the 

ticket prices collected by robots and existing manual collection [3]. Two additional 

domains of experimentation were Dutch property market and Clothes prices, the first 

exhibiting more regularity in the sites structure, the latter more challenging with respect 

to automatic classification due to  lack of a standard naming of the items, and variability 

in the sites organization. Similarly, in Italy a scraping activity was performed to get on 

consumer electronics prices and airfares [4]. 

2.2. The Apache Stack: Nutch/Solr/Lucene  

The Apache suite used for crawling, content extraction, indexing and searching results is 

composed by Nutch and Solr. Nutch (available at https://nutch.apache.org/) is a highly 

extensible and scalable open source web crawler; it facilitates parsing, indexing, creating 

a search engine, customizing search according to needs, scalability, robustness, and 

scoring filter for custom implementations. Built on top of Apache Lucene and based on 

Apache Hadoop, Nutch can be deployed on a single machine as well as on a cluster, if 

large scale web crawling is required.  

Apache Solr (available at https://lucene.apache.org/solr/) is an open source enterprise 

search platform that is built on top of Apache Lucene. It can be used for searching any 

type of data; in this context, however, it is specifically used to search web pages. Its 

major features include full-text search, hit highlighting, faceted search, dynamic 

clustering, database integration, and rich document handling. Providing distributed 

search and index replication, Solr is highly scalable.  

Both Nutch and Solr have an extensive plugin architecture useful when advanced 

customization is required. Although this web scraping approach requires an initial effort 

in terms of technological expertise, in the long run it can lead to a substantial return on 

investment as it can be used on many other contexts to access Big Data sources. As an 

example, it can be used as platform to access and analyse web resources like blogs or 

social media, to perform semantic extraction and analysis tasks. 

2.3. HTTrack  

HTTrack (available at http://www.httrack.com/) is a free and open source software tool 

that permits to “mirror” locally a web site, by downloading each page that composes its 

structure. In technical terms it is a web crawler and an offline browser that can be run on 

several operating systems (Microsoft Windows, Mac OS X, Linux, FreeBSD and 

Android). HTTrack’s strength points are ease of use, fine parameters configurability. It 

can be run via graphical user interface or in batch mode via command line. 
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2.4. JSOUP  

JSOUP (http://jsoup.org) permits to parse and extract the structure of a HTML document. 

It has been integrated in a specific step of the ADaMSoft system 

(http://adamsoft.sourceforge.net), this latter selected as already including facilities that 

allow to handle huge data sets and textual information. In this approach we collected the 

content of the HTML pages and the information on their structure (TAGS), because these 

can contain discriminant terms that can help us in identifying the nature of the website; 

for example a button associated to an image called "paypal.jpg" could be a clear sign of 

web sales functionality. 

3. A COMPARATIVE ANALYSIS AND RECOMMENDATIONS  

The three systems described in the previous sections have been compared with respect to 

efficiency features (summarized in Error! Reference source not found.). In addition, it 

is possible to verify how they are appropriate to address requirements that are specific to 

their usage in Official Statistics production processes (summarized in  

 

 

Table ). 

Table 1: Efficiency features of the three system 

Tool # websites reached Average 
number of 
webpages 

per site 

Time 
spent 

Type of 
Storage 

Storage 
dimensions 

Nutch 7020 / 8550=82,1% 15,2 32,5 hours Binary files 
on HDFS 

2,3 GB 
(data) 

5,6 GB 
(index) 

HTTrack 7710 / 8550=90,2% 43,5 6,7 days HTML files 
on file 
system 

16, 1 GB 

JSOUP 7835/8550=91,6% 68 11 hours HTML 
ADaMSoft 

compressed 
binary files 

500MB 

 

Looking at Error! Reference source not found.: 

 HTTrack and JSOUP are comparable with respect to web site reachability, while 

the number of websites reached by Nutch is considerably lower. 

 JSOUP outperforms on the actual download of pages at the reached sites with 

respect to both the other systems. 

 Time performances are again in favour of JSOUP. However, it is important to 

notice that we did not spend too much time to optimize the performance of 

HTTrack as it was the system that we experimented later in time, i.e. there is a 

margin to optimize such performances in the next steps. 

http://jsoup.org/
http://adamsoft.sourceforge.net/
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 Space performances. Given that JSOUP was integrated with the ADaMSoft 

system, it was possible to compress the files resulting from the scraping and 

hence to save disk space.  

 

 

 

Table 2: Effectiveness of the systems with respect to requirements 

 
Tool Access to specific 

element of HTML 
Pages 

Download site content as 
whole for semantic 

extraction and discovery 

Document 
Querying 

Scalability to 
Big Data Size 

Nutch Difficult Easy Easy Easy 

HTTrack Easy Easy Difficult Difficult 

JSOUP Easy Easy Difficult Difficult 

As shown in  

 

 

Table : 

 The column related to the access to specific elements of HTML pages does show 

that HTTrack and JSOUP are more appropriate than Nutch. In order to 

understand the implication of such a feature, it is important to notice that the 

scraping task can be design-based, i.e. it is possible to design in advance the 

access (i) to elements of specific website structures (e.g. the table of a specific 

site related to the price list of some products) or (ii) to general website elements 

(e.g. the label of a shopping cart image possibly present). Nutch does not allow 

(easily) this kind design-time access, being instead more appropriate to carry out 

exploratory runtime analysis (as remarked also by the following features). 

 The column Download Site Content does show that the three systems perform 

well, i.e. they address the requirement by permitting an easy implementation of it. 

 The column Document Querying shows that Nutch is the best, and this is indeed 

motivated by the natively integration of Nutch with Solr/Lucene platform.  

 Finally, to address the scalability need, the native integration of Nutch with 

MapReduce/Hadoop infrastructure makes Nutch again the best choice. However 

we do observe that the fact that JSOUP has been integrated within ADaMSoft 

also permits to store on a secondary structured or semi-structured storage in order 

to scale up (though we have not yet tested this functionality). 

4. CONCLUSIONS 

A first remark is that a scraping task can be carried out for different purposes in OS 

production, and the choice of one tool for all the purposes may not always be possible. 

For the specific scraping task required by the “ICT Usage in Enterprises” survey, the 

usage of  JSOUP/ADaMSoft appears to be the most appropriate. In the second step of the 
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project, when we will have to scale up to about 90,000 websites, we will test how such a 

system performs with respect to the scalability issue. 

Finally, we highlight that the scraping task evaluated in this paper with three different 

systems is a sort of “generalized” scraping task: it indeed assumes a data collection 

without any specific assumption on the structure of the websites. In this sense it goes a 

step further with respect to all the previous experiences  
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