
Piya Mohapatra 

  

Public - Private Data Partnerships for an Easier Job Search Experience 
 
Piya Mohapatra 
 
1 Monster Worldwide 
 
Abstract:  
Online job boards play an important role in helping people find jobs, and reduce the friction in 
the job search process. Big Data products like Search and Matching algorithms can make this 
process even smoother and improve the quality of matches. 
 
However, there are limitations in the quality of matches that can be made due to underlying 
data quality issues. A significant limitation is the usage of non-standard job titles and skills, 
poor quality job descriptions or resumes, and missing keywords. These are especially 
pronounced in jobs or skills that are new and emerging in the market. 
 
This is where partnerships between private and public sector organizations in the labor market 
can play an important role in improving the quality of the matches that can be made between 
Candidates and Jobs. 
 
Public sector organizations create classification systems that are freely available in the market, 
and are referenced and used by individuals and organizations in creating job descriptions or 
while writing resumes. Through sharing job posting data between online job boards and such 
Public sector organizations, these Taxonomies and Ontologies can be kept up to date and 
robust, and can be used as reference to improve the quality of job descriptions and resumes. 
These classification systems are also consumed by the online job boards in order to classify 
jobs and segment Candidates according to their industry and occupation, and therefore will 
have a compounded improvement on the quality of matches. 
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Introduction 
Since its inception in the mid-1990s, the mission of online job-boards has been to make the 
job search process a little less frustrating. It is believed that through the process of data sharing 
with users and objective matching, it will be easier to find the right fit between Candidates and 
Jobs. Additionally, it is believed that providing free access to information about the 
opportunities that are available in the market will remove additional barriers between the Job 
Seeker and the Employer, and will reduce time to fill a job. In order to keep the online job 
platforms functioning smoothly, job boards have been using Search and Match technologies 
for decades. 
 
However, a lot of these solutions are based on the assumption that the underlying data that is 
used in the matching of Candidate to Job are clean (i.e., they do not contain serious 
typographical errors or junk values), follow some standard classification system, and that 
everyone uses the same keywords for job titles or skill names when describing these entities.  
 



Unfortunately, this is often not the case, because organizations have a lot of autonomy over 
creating and naming roles as needed, and that is often what gets advertised1. This could pose 
a challenge when creating Search or Match algorithms with this data, which further lead to 
inefficient matches, or gaps in matching people to jobs. 
 
In this paper, we discuss how some of these challenges can be simplified through 
collaboration and data sharing between Private organizations like job boards and Public 
organizations that operate in the labor market. 
 
 
The State of our Data 
In the process of enabling transactions between the Job Seeker and the Job Poster, there are 
two main types of data points that are generated: 
 
User provided data 
First and foremost, there is the data that is provided to the platform by Candidates and Job 
Posters. Candidates upload their resumes that contain a wealth of information about their 
education, work history, skills, and proficiencies.  
1 
Candidates often also provide information about the kinds of roles they are looking for in the 
future, what their ‘dream’ position might look like, benefits that are important to them, and 
certain other aspects about their future role or the potential employer. 
 
Recruiters or job posters on the other hand provide detailed job descriptions, that enlist the 
duties that need to be performed, educational requirements, including technical and non-
technical skills, certifications, hours of work, location, etc. 
 
It is important to mention that a lot of user-provided data may contain Personally Identifiable 
Information (PII), the handling of which needs to adhere to strict guidelines laid down by 
various international regulatory bodies. Special care has to be taken to scrub or mask 
information like the candidate’s name, date of birth, address, credit card information, etc. 
before surfacing them for processing by internal analytics or data science teams. 
 
User activity data 
This kind of data is either generated from ‘tags’ (or indicators) that are placed on the online 
platform’s properties, or from searches that are performed on them.  
 
For the clickstream data, the tags fire each time a user interacts with specific elements on the 
platform pages, sending signals back to the platform host. Examples of these activities range 
from viewing jobs, logging into your account, clicking through Search pages, or just even 
clicking around the platform. These are your ‘action’ data points that go back to the platform 
as signals. This kind of data is truly Big Data, because millions of these interactions happen 
every day and need to be persisted over time.  

                                                           
Take for instance the role of the Chief Human Resources Officer. Here is list of a few job titles that are commonly 
used variations of this title: 

 Chief People Officer 

 Chief of People Operations and Strategy 

 Chief Human Capital Officer 

 SVP of People Operations 

 Chief Culture Officer 

 Chief Fun Officer 

 VP of Operations and Resources 

 VP of Employee Operations 

 

 



 
Search data contains keyword(s) that users type into the Search boxes in order to perform a 
query. When persisted over time in a way that ties this information to a unique user id, the 
search history, along with the Search results and the interaction of the users with them tell us 
about the intent of the user, the quality of the results, and a whole lot more.  
 
Such datasets can be petabytes in size, and storage for this can get pretty expensive over 
time. However, such data points are extremely valuable because they tell us explicitly about 
people’s preferences – whether a user is truly searching for new positions actively by applying 
to jobs, or is looking around passively by searching for and reading through job postings. 
 
In addition to these, there are other sources of data like those that come from online payment 
systems, advertisement platforms, marketing platforms etc. But the two main types mentioned 
here form the bulk of the data that are used to build the big data products for businesses.  
 
 
Building Big Data Products  
 
Search and Match Engines 
Search and Match are the most commonly used data products used by two-sided online 
marketplaces. Both of these products can be developed using the data elements mentioned 
in the section above. 
 
Search algorithms typically take in keywords as inputs from the users - Candidates or 
Employers, and does a comparison with textual data found in job descriptions or resumes. 
 
Matching is distinct from Searching. Search results can have some elements of matching in 
there, but primarily focus on the keywords provided by the user. On the other hand, matching 
takes into account either past actions taken by users (like past purchases, items viewed, 
search keywords) or similarity between multiple user content elements (like resumes and job 
descriptions) in order to find the best matches. 
 
Matching algorithms can either be based purely on user interaction data (using Collaborative 
filtering models), user provided data (Content based matching), or a combination of the two 
(Hybrid models). However, algorithms can only be as good as the underlying data elements 
powering them. 
 
Internal Knowledge Bases 
In plain English, an Internal Knowledge Base is a good classification system that is used 
within an organization for storing structured data about core subject–matter expertise or 
intellectual property about the products and services that are being offered. Most internal KBs 
are used to power Search and Match algorithms, as well as a host of other data-driven 
products. Almost any algorithm can be improved by hooking it up to a robust classification 
system. The best KBs use NLP algorithms to identify and update nodes and relationships 
between entities, which in this case are Occupation and Skill information. 
 
Job and Profile Quality Scoring Models 
Job postings and Candidate resumes can be algorithmically assessed in order to understand 
their quality and completeness and provide feedback to users. This feedback can guide the 
users to improve the postings or their resumes in ways that can improve the quality of matches, 
thus reducing the time to fill a position or find a job. 
 
Such algorithms also rely heavily on a standard Taxonomy and Ontology being available, to 
which the content can be compared and the data gaps can be assessed.  
 



Despite all of these data products, we still find that very often many jobs do not get 
filled, and there are people not finding enough jobs at the same time? 
 
Biggest Challenges of the Industry  
 
It has often been heard at the same time that there are very few jobs in the market, and there 
aren’t enough people to fill jobs. The US is grappling with this very problem at the moment, as 
we are emerging slowly from a  world that has been shaken by the raging Covid-19 pandemic 
for well over a year now. At this point in time, there are simultaneous reports of severe labor 
shortages and job recovery being painfully slow. 
 
So this begs the question – what causes this asymmetry of information in the market? Are the 
people available in the market not suited for the positions being advertised? Or are the job 
seekers looking for positions that are not open yet? 
 
The full answer to this question is complicated, and beyond the scope of this paper. There are 
various macroeconomic factors that might be contributing to this imbalance in the Labor 
market. It is not fair to blame this all on bad data quality. However, research has proven that 
poor data quality leads to significant loss in revenue in organizations, poor employee morale 
and high costs.2 Badly written job postings will have a much harder time getting filled3, just as 
badly written resumes will not get picked up by Applicant Tracking Systems if they do not use 
the right keywords. 
 
Poorly written job postings tend to use non-standard job titles, have poor quality skill 
descriptors, are often light on keywords describing educational or skill requirements, and 
vague about roles and responsibilities. 
 
It also does not help that when the same job posting has to be posted in multiple languages, 
it looks different every time it undergoes a translation. The keywords might vary from language 
to language, which on its own may not seem like a big deal, but might lead to significantly 
different results when they undergo cleansing, transformation and processing through ML 
algorithms in order to be matched to suitable Candidates. 
  
The role of Public-Private partnerships in solving this problem 
Establishing clear classification and naming standards in the market can go a long way in 
solving some of the challenges mentioned above.  
 
Private companies like Monster are consumers of the classification systems that have been 
defined by bodies by the ILO and the EU. These are used to classify each job available in the 
system by occupation and industry, and also tag them with skills and other common 
descriptive keywords. This information in turn gets used in improving Search and Match results 
for the job board, leading to better placement outcomes, and improves the quality of the fit. 
 
Public sector organizations in the Labor market create and maintain occupation and industry 
classifications, and also keep them up to date based on the skills trends. This requires access 
to information on the jobs being posted, the keywords being used, and the skills that employers 
are looking for in Candidates. This is data that private players like Monster and other such job 
boards are rich in.  
 
Sharing aggregated job posting data 
There is a strong case for sharing job posting data with Public sector partners in order to 
support strengthening the classification systems that are in place, since it benefits all parties 

                                                           
2 The Impact of Poor Data Quality on the Typical Enterprise; Redman, Thomas C. 
3 Why good people can't get jobs: The skills gap and what companies can do about it; Cappelli, Peter 



involved and ultimately translates into better outcomes for the labor market. This includes 
sharing samples of job descriptions in the form of data feeds on a recurring basis, or even 
processed aggregated data. 
 
Private job boards often process job posting data to infer relationships between occupations 
and skills, identify jobs that are related (like Administrative Assistant and Office Manager are 
likely closer substitutes in terms of skills as compared to Technician), identify emerging jobs 
or skills in the market, and update the skills that seem to be required by various jobs. 
 
This kind of information is also likely to vary based on region and the state of the local labor 
markets. This is an important distinction, because it is sometimes wrongly assumed that 
similar sounding jobs in different locations will require similar skills or competencies. Public 
sector organizations often tend to either operate across or have partners in multiple 
geographies, and hence can work with local bodies to maintain relevant classification 
systems.4  
 
The classification systems created by Public sector organizations tends to be used by 
employers in outlining job descriptions, using keywords, or for internal processing by HR 
departments. It is important for all the players in this context to be using the same language 
when speaking about jobs. Therefore, the sharing of such data between job boards and public 
sector organizations creates a virtuous cycle of the data, which keeps updating the language 
that is being used in describing jobs and skills in the market. 
 
Sharing anonymized job matching data 
Many research organizations focusing on Labor Market policies tend to use job placement 
data in order to understand the nature of recruitment in certain industries, the impact of 
changes in employment policies, and other topics related to workforce optimization. Job 
boards tend to have a wealth of data that could be used for research, which could in turn 
inform policymaking, and remove barriers to employment in the market. As mentioned earlier, 
care should be taken to only use anonymized or aggregated data, which does not use any PII.  
 
Another use case for this kind of data could be to predict a surplus or shortage of talent in 
certain sectors and in regions. This would be invaluable information to candidates and 
employers in such sectors, as they will be able to better understand the labor market and 
navigate its challenges more efficiently. This would also help local governing bodies and public 
sector agencies work pre-emptively to smooth these gaps when possible. 
 
Sharing skills and career pathing data 
In a world where reskilling is becoming more important everyday due to people losing jobs to 
automation, skills graphs can be invaluable resources that help understand alternative career 
paths that people can take with their existing skills, or build on the ones that they currently 
have in order to find new jobs. Organizations like the CEDEFOP that advise on vocational 
training and defining curriculum for such should have easy access to such data points that 
private companies collect and maintain in order to better train the workforce, and thereby 
reduce gaps in the market. 
 
 

                                                           
4 Classification systems tend to vary by country and region. For instance, most of the EU uses 

International Standard Classification of Occupations (ISCO) and European 
Skills/Competences, Qualifications and Occupations (ESCO) as standard classification 
systems, while the US uses the Standard Classification of Occupations (SOC), as defined by 
the US Department of Labor. A lot of these systems tend to have cross-walks available, but 
for the ones that do not exist, it will be very useful to create them and maintain them over time. 
 



Conclusion 
Public – private data sharing partnerships can lead to improved job placements and reduced 
unemployment in the labor market, augment research in workforce studies and provide 
insights into skill gaps and help reskilling the workforce. 
 
Joint effort will be required in understanding how to best set up these collaborations by 
designing secure data sharing environments so that such information can flow continuously 
and without too large a time lag. 
 


