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EXECUTIVE SUMMARY 

 
The main objective of this project is to conduct a feasibility study on the utility and 
effectiveness of real time data collection and labour market information from web portals, and 
subsequently to develop a working prototype system. The rational is based on the premise that 
the World Wide Web contains a large amount of data that is largely unexploited and can 
provide useful information for designing and realizing new models and tools for innovating 
labour market services.  
 
There are several domains where the availability of web based data can constitute a major 
improvement over existing data sources. The speed of data retrieval and processing make web 
based tools ideal for elaborating timely labour market indicators akin to those constructed with 
vacancy data. Moreover, the data driven approach allows the early detection of emerging skill 
needs in certain occupations and sectors. 
 
More generally, it is well known that the skill mismatch problem is usually explained by a 
combination of information asymmetry between employers and employees, incomplete 
information in the labour market, differences between people, and transaction costs. Providing 
timely labour market information can effectively reduce information asymmetries and 
mismatches, increasing the efficiency of job placement services. 
 
The creation, elaboration and analysis of the information available on web advertisements, 
however, poses not insignificant challenges that need to be addressed.  
 
The first problem is related to the identification and selection of the sources that will be used. 
National experts conducted a website pre-investigation analysing the most popular and most used 
job boards in their respective countries, with the aim of deriving a set of criteria for classifying and 
selecting the sources, and rank them. Such a ranking has provided the basis for the selection of the 
websites to be included in the prototype. In this process aggregators (websites which aggregate 
vacancies posted by other – specialised - websites) were excluded and only primary sources have 
been considered.  
 
The classification and ranking of the websites has been done on the basis of the following 
information extracted from the sources: 

• Typology: refers to the typology of the source, i.e. if the website is related to a Recruitment 
agency (e.g. GiGroup) or to a National Newspaper (e.g. the Job section of the Guardian 
website), if it is a Specialised website (e.g. Monster) or a Public, Sectoral or company 
website; 

• Size: number of vacancies included in the website at the moment of the analysis.  
• International: whether the source is only national or if it has an international dimension; 
• Industry: whether the website refers to only one specific sector or if it refers to the whole 

labour market; 
• Publication date: whether the publication date of the vacancy is present or not; 
• Update: frequency of update of the sources; 
• Type: specifies whether the source is primary, secondary (e.g. aggregator) or mixed;  
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• Quality of description: identifies how much the structure of the detailed page of the job 
vacancy is standardised and therefore common across vacancies; 

• Number of structured variables: presence of information on the following variables: 
industry, working time, wage, city, district, region, type of contract and educational level; 

• Download limit: whether a source does not allow exhaustive research and/or it imposes 
some download limits.  

 
For each of the items described above a score has been assigned and on the basis of the aggregate 
score sources have been ranked in each country. Subsequently 3-4 sources for each country have 
been selected to be included in the prototype.  
 
A specific analysis has been devoted to Eures, the cross country web vacancy platform set up by the 
European Commission. Eures, including and aggregating national public job portals, could help to 
overcome the technical problems of some public portals with a lack of common structure or with 
download limits that, despite being significant in terms of size, were not considered in the analysis 
because of those criticisms. The Eures website explicitly prohibits web scraping activity and the 
downloading of large amounts of vacancies. The research team in agreement with Cedefop has 
started a formal collaboration agreement with Eures, aimed at obtaining the data required for an 
analysis. Unfortunately during the period of development and implementation of the prototype, 
the launch of the new Eures website prevented the download of this data.  
 
Web-scraping or web-crawling is a common tool used by search engines, however it raises some 
important legal and ethical issues. In principle web scrapers are simply downloading information 
which is in a sense “public” as it is available freely on the web. In practice, two sets of issues may 
emerge as problematic. The first is related to the way scraping is implemented - done on a large 
scale with high frequency – which can cause excess loading to providers, slowing down their activity 
significantly. As a consequence webmasters often apply “Robot exclusion standard” a standard 
used to communicate with web crawlers informing them which areas of the website are accessible 
and which are banned. Other websites ban explicitly any scraping activity. The second is related to 
the use made of the data scraped from the web. Publishing other website’s information may violate 
copyright standards as well as raise sensitive data issues. Despite the fact that there is not at 
present a clear legal framework both at national and at international level regulating these issues, a 
sensible approach is to use as much prudence as possible in such activities. 
 
The research team tried to obtain informed consent from each web-source and apply rules of 
copyright, including also agreement on technical accessibility of each individual web portal. This has 
been done by contacting all web owners or webmaster identified above, informing them about the 
purpose of the activity and the use of the downloaded data, and asking for an approval or 
specification of conditions for using their web sites. The responses have been mixed. In several 
cases there has been a formal agreement, in some cases webmasters allowed the scraping without 
entering a formal agreement, in a few cases there has been no reply. In no case there has been a 
refusal. 
 
 
Methodologically the typical job vacancy lifecycle can be summarised as follows.  

1. A job vacancy is published on a web job board 
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2. When the web scraping begins, the job vacancy is retrieved and stored with some 
related metadata (e.g. URL, grab date); 

3. During the scraping activity in the subsequent days, the job vacancy can be found again, 
in which case it is recognized as already present, only the new grab date is recorded  

 
 
The data model is structured around the following tasks. 
 

 Web Scraping: process that downloads the pages from the site and extracts meaningful data 
from the web pages. The major components are: Downloader, Extractor, and Web Monitor, 
which can be described as follows: 

o Downloader. This component downloads the job vacancy pages.  
o Extractor. This component identifies the job vacancy elements (e.g. title, description, 

structured data such as industry and working place, etc.) and records them into a 
database. This component is web page layout dependent, since each web site has its 
own layout. The extractor groups the information into two subsets: text (namely 
vacancy titles and descriptions) and raw structured data (e.g. industry, working 
place…). 

o Web Monitor. Each component execution is orchestrated and monitored by the web 
monitor, whose aim is to run the Downloader and Extractor components. 

 Structured Data Reconciliation. The structured information extracted by the previous task 
can be published in different formats. For example, the place of work can be a string 
containing <region and province> in web site A, while web site B uses a string containing 
<region and city>. For each structured data field, a standardized taxonomy is identified e.g. 
NUTS 3 for geographical terms (Nomenclature of Territorial Units for Statistics). Every 
structured data extracted from web sites is mapped onto the reference taxonomy, to 
achieve a common data representation. Data that can’t be mapped is discarded e.g. names 
expressed in exotic languages and misspelled names.  

 Duplicate Detection and Removal. The same job vacancy can be published to different web 
sites and in different times by the same employer, therefore duplicate detection is a 
paramount process in obtaining meaningful data (about 30% of the downloaded vacancies 
are dropped during the duplicate detection process). The vacancy title, description, and 
publication dates are considered to identify duplicates. A similarity among texts and 
overlapping or very close publication time is considered as a signal of duplication. Two job 
vacancies are compared in the following way: stop words are removed, then texts are 
compared using measures that quantify how dissimilar two strings are to one another by 
counting the minimum number of operations required to transform one string into the 
other. When similar texts are found, vacancies are not immediately regarded as duplicates, 
but the publishing dates are considered. If the dates are overlapping or contiguous, the 
similar-text-vacancies are recognized as duplicates, while if (at least) a 1-month gap exists, 
they are not regarded as duplicates. These criteria have been identified and validated in 
cooperation with several organizations managing some of the web sites selected for the 
project.  

 Text Classification. Each job vacancy advertised through the web is classified according to 
the ISCO/ESCO taxonomy at the 4th digit level. Information about the occupation code is 
rarely explicitly stated within a job advertisement, it has to be extracted from the vacancy 
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title and the description. A machine learning approach was used to classify job vacancies 
into ESCO codes. The classifier has been trained using a set of already classified 
advertisements by national experts. A language specific classification pipeline was used. 
Overall the algorithm has reached very high degree of accuracy, (more than 80%) much 
higher that what found in the literature.  

 Skills extraction. Job vacancies are grouped by ISCO/ESCO 4th digit codes and the text 
portion(s) of the descriptions focusing on skills are identified and extracted using linguistic 
models (set of word paths used to identify specific sentences and sub-sentences focusing on 
a specific topic). Subsequently, unigrams and bigrams are identified and their frequencies 
are computed. The unigrams and bigrams contain both skills related text (e.g. “tax 
knowledge”) and noise i.e. n-grams not related to skills (e.g. “ideal candidate”). Skills related 
n-grams are separated by noise using a combination of frequency distribution and rule 
based identification approaches. Skills separation from noise and synonyms reduction is a 
supervised process, i.e. it is performed by a computer driven by domain experts. Synonym 
reduction means that synonym sets are identified, and subsequently each synonym is 
replaced by a common representative. The result of this process is a skill taxonomy 
computed using a partially automated approach. The taxonomy, once computed can be 
used to identify skill requirements in job vacancy descriptions. The development of the skill 
taxonomy is a dynamic process that needs to be updated to keep track of the linguistic 
evolution (approximately once per year or once every six months). This process is however 
incremental which greatly reduces the effort in subsequent phases; in fact, by focusing on 
synonyms, once a set of has been identified, only new (unforeseen) synonyms should be 
added.  

 Skill classification. Skills have been classified against the ESCO taxonomy. Differently from 
ISCO or NACE the ESCO skill classification does not have a clear hierarchical structure. It is 
instead, organised as a graph where nodes can be connected along several dimensions (not 
only the traditional parent-child dimension of trees). The extracted n-grams have been 
mapped from web vacancies with the entire ESCO graph adding a hierarchical structure 
when present. In several cases a correspondence with ESCO was not found. Those words 
and n-grams have been grouped in a different category under the heading “Additional 
skills”. In this case there is a need to develop specific filters and rules to classify the 
heterogeneous information extracted.  

 Identification of new skills. The process outlined above is very flexible and allows the 
detection of new and emerging skills. Suppose a new job specific skill is required by the 
market, for example a new program becomes increasingly popular in the ICT sector. This 
term will become more common in the words’ frequency distribution described above. 
Filter rules will pick up the signal which will then be processed and, if it identifies as a new 
skill, added to the skill taxonomy and becomes part of the knowledge base. From then on it 
will be automatically be classified by the machine. 

 
Overall when scraping the selected web sites from June to September 2015, the system collected 
4,228,488 job advertisements, after quality control and duplicate removal, the number of vacancies 
has been reduced to 2,980,546 (70%). 
 
The output delivers data structured along several dimensions. In detail the variables that have been 
identified with the associated hierarchies are the following. 
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 Occupation. ISCO classification up to level 4 

 Territorial units: Up to Nuts 3 

 Sector of economic activity. NACE classification up to level 2 

 Type of contract: permanent vs temporary 

 Working hours: part time vs full time 

 Skill (ESCO classification plus additional skills category) 

A clear issue is the representativeness of the sample of vacancies posted on the web. Despite the 
fact that the web has been growing as a relevant channel for posting vacancies and looking for jobs 
it still represents only a fraction of the labour market and it is important to understand the critical 
factors in the use of such data. 
 
In an ideal world the web would be the primary channel for posting and looking for jobs for all 
occupations and sectors. In such a case, analyzing web vacancies would provide an unbiased and 
representative picture of labour market flows. In reality there are several sectors and /or 
occupations which are overrepresented or underrepresented in web portals. In some countries 
(such as Italy in our sample) there is a large digital divide that excludes some regions from a proper 
access to the web due to the lack of adequate infrastructure. Therefore web based data suffers 
from the limitation of not being entirely representative of the true underlying population. Although 
we expect these problems will be mitigated by time as the web will spread as a relevant source for 
posting job offers, some mechanisms can be designed to correct the representativeness problem. 
This can be done by comparing data of vacancies extracted from the web with official data on 
labour market. As an example by estimating the expiry date of the downloaded vacancies, we have 
computed the number of vacancies which were open the last day of each month of the quarter and 
then averaged over the three months. The methodology is analogous to the one used by Eurostat’s 
vacancy survey and the resulting data can be used for comparative purposes. 
 
Overall the project was able to deliver a working prototype able to analyse web vacancies in five 
different countries and extract information about occupations and skills. The scraping process 
proved to be feasible not only technically, but also legally and ethically. A structured and efficient 
data model has been implemented and developed in a multi-language framework, with the use of 
open source tools as required by the tender. The use of a machine learning algorithm allowed an 
efficient classification of information contained in web advertisements according to the standard 
classifications (ISCO, NACE, NUTS). Skills have been classified according to the ESCO taxonomy 
leaving a large amount of additional information for further analysis.  
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1 INTRODUCTION 

1.1 Goals and Focus of the project 

 
The main objective of this project is to conduct a feasibility study on the utility and 
effectiveness of real time data collection and labour market information from web portals, and 
subsequently to develop a working prototype system. The rational is based on the premise that 
the World Wide Web contains an incredible amount of data that is largely unexploited and can 
provide useful information for designing and realizing new models and tools for innovating 
labour market services.  
 
The creation, elaboration and analysis of the information available on web advertisements 
however poses significant challenges that need to be addressed. In the following paragraphs we 
will highlight these challenges and the main technical solutions with which we propose to tackle 
them. Before proceeding it is important to summarise the main features of web based tools 
compared with other tools for analysing occupation and skill needs. In particular it is natural to 
compare web based tools with skill surveys, which so far have been the principal tool used in 
this area. 
 
The comparison reveals that these two approaches are very different, and in some domains are 
at polar opposites. First, the approach is totally different. Skill surveys follow a top-down 
approach. They have to be designed first, and the information which is collected and received 
necessarily follows on from the initial design. Regarding skills, there are specific questions 
about them, and the list of skills is generally pre-defined.  
 
Web based tools, on the contrary, follow a bottom-up approach that is entirely data-driven. The 
initial data collected contains all the information that individual firms post on the web. This 
large amount of data is subsequently filtered and processed using appropriate technical 
instruments to obtain the required information. In this way the tools help to categorise a pre-
existing information set, but they do not pre-classify the information itself. The type of skills to 
be classified are those that emerge from the data, not those pre-defined in a questionnaire. 
This is particularly useful for the identification of soft skills and certain occupation specific skills 
that surveys often ignore. 
 
The direct consequence is that with skill surveys, once the questionnaire has been created the 
information set is determined and not modifiable, while with web based tools it is always 
possible to extract new information or to modify the existing information by changing the tools 
that are applied to the raw data. This feature is particularly important for the detection of 
emerging skills, as it is possible to go back to previous data in order to re-assess them. 
 
There is another direct consequence of the differences in approach. Skill surveys can be 
designed in order to be representative of a certain population (sectors/occupations etc.). The 
representativeness is mostly a problem that can be dealt with by proper design, and often the 
limit is simply a matter of costs. For web based tools representativeness is a clear issue. It is 



AO/RPA/VKVET-NSOFRO/Real-time LMI/010/14                      

Page 10 of 52 
 

well known that some occupations and sectors are not present in web advertisements, with the 
consequence that the original data set is not entirely representative. On the other hand some 
of these gaps can be bridged by a complementarity and a positive diversity of chosen sources, 
e.g. some deficiencies are observable in private web portals but not in information systems of 
public employment services, and vice versa. As we will see in the subsequent paragraphs, some 
techniques can be applied to sectors and/or occupations that have a limited number of 
observations, but nothing can be done with information that does not exist.  
 
It follows that web based tools are ill suited for analysing skill needs in some sector or 
occupations, for which they need to be complemented with other sources of information. The 
second key difference is related to the speed and frequency of implementation. Skill surveys 
are cumbersome instruments that take often months to implement. As they are typically 
implemented through CATI interviews, they also involve a considerable burden of time for firms 
(indeed the major part of the cost of skill surveys is the opportunity cost of time for 
respondents). This has implications for the frequency of skill surveys, which is rarely more than 
annual. Conversely, web based tools have almost no implementation lag. Information collection 
does not need the involvement of firms or entrepreneurs. Moreover, the tools are 
automatically implemented by machines that can operate at any time or on any date, allowing 
information collection almost in real time. 
 
The third major difference is related to the overall amount of the costs and their distribution 
along the implementation phase. Skill surveys are very costly. Their cost is not in the design 
phase, for which there are standard tools and approaches with which statistical offices are 
familiar. What is costly is the implementation phase that includes both the realisation of 
interviews and the time lost in responding. Web based tools on the other hand have a different 
cost structure. Their cost is concentrated in the initial phases with the design and realisation of 
the software instrument (which in turn may or not include a license fee), while the 
implementation cost is almost negligible.  
Overall web based tools are often cheaper than standard surveys conducted on the market. 
 
There are several domains where the availability of web based data can constitute a major 
improvement over existing data sources. The speed of data retrieval and processing make web 
based tools ideal for elaborating timely labour market indicators akin to those constructed with 
vacancy data. Moreover, the data driven approach allows the early detection of emerging skill 
needs in certain occupations and sectors. 
 
More generally, it is well known that the skill mismatch problem is usually explained by a 
combination of information asymmetry between employers and employees, incomplete 
information in the labour market, differences between people, and transaction costs. Providing 
timely labour market information can effectively reduce information asymmetries and 
mismatches, increasing the efficiency of job placement services. 
 
The remainder of the document is structured as follows. Section 2 describes the methodology for 
selecting the sources and identifies the websites that will be the object of the crawling activity. 
Section 3 illustrates the ethical and legal issues associated with the crawling activity. Section 4 
describes the technical features of web scraping. Section 5 discusses the data quality issue. Sections 
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6 and 7 present the data model and the architecture design. Section 8 presents the methodology 
for classifying occupations and skills, Section 9 presents the data output and its use, finally section 
10 contains our conclusions. Given the size of the material produced the main technical details are 
presented in separate annexes. 
 
 

2 THE SOURCES SELECTION PROCESS  

2.1 Initial websites pre-investigation 

 
The website pre-investigation phase was carried out by National Experts who form part of the 
Scientific Committee of the European Network for Regional Labour Market Monitoring (ENRLMM): 
Andrew Dean for UK and Republic of Ireland, Christa Larsen for Germany, Zdenka Matouvskova for 
Czech Republic and Mario Mezzanzanica for Italy. They were asked to study the most popular and 
used job boards, to analyse them, with the aim of deriving a set of criteria for classifying and 
selecting the sources, and rank them. Such ranking will provide the basis for the selection of the 
websites to be included in the prototype. The websites analysed had to be primary sources where 
job vacancies are originally posted; therefore aggregators were excluded, as they do not post new 
vacancies, but simply aggregate vacancies posted by other (specialized) websites. In order to create 
a common standard for classifying and analyzing websites the research team has designed a 
procedure to help national experts in the recognition and classification phase. The form attached 
below describes such approach. 
 

Website e.g. www.monster.co.uk 

Typology e.g. specialised website 

N. of registered users 
 

N. of industries 
 

Description of the subject 
e.g. world leader in promoting the connection 
between people and job opportunities 

Frequency of update 
 

Presence of offer publication date – explaining if it’s 
structured or not (i.e. in the description)  

 

Presence of occupation in the title – explaining if it’s 
structured or not (i.e. in the description)  

 

Presence of sector of employment – explaining if it’s 
structured or not (i.e. in the description)  

 

Presence of expiration date of offers – explaining if it’s 
structured or not (i.e. in the description)  

 

Presence of type of contract in the offers – explaining 
if it’s structured or not (i.e. in the description)   

Presence of educational level in the offers – explaining 
if it’s structured or not (i.e. in the description)   

Presence of job type in the offers – explaining if it’s 
structured or not (i.e. in the description)   

Presence of location in the offers – explaining if it’s 
structured or not (i.e. in the description)   

Presence of required skills in the offers – explaining if 
 

http://www.monster.co.uk/
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it’s structured or not (i.e. in the description)  

Presence of start of job in the offers  

Presence of salary in the offers  

Presence of name of company (recruiter or not) in the 
offers 

 

 
National experts were also asked to take the screen-capture of a sample job vacancy for every 
website, adding a complete translation in English of each element; this was important to 
understand how posted vacancies are structured, overcoming the linguistic problem, and enabling 
a comparison of sources across and within countries in order to identify the common features of 
the Crawler component that will be designed in the subsequent phase. 
 
The full list of the websites analysed for each country and the related documentation is contained 
in Annex 1. 
 

2.2 The methodology for selecting the sources  

 

2.2.1 The considered variables 

 

 
Figure 1: map of the variables used for source selection 

 
During the first exploratory phase the research team identified the most significant variables to be 
considered in the selection of sources. These variables are:  

• Typology: refers to the typology of the source, i.e. if the website is related to a Recruitment 
agency (e.g. GiGroup) or to a National Newspaper (e.g. the Job section of the Guardian 
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website), if it is a Specialised website (e.g. Monster) or a Public, Sectoral or company 
website; 

• Size: refers to the number of vacancies included in the website at the moment of the 
analysis. This is a broad indicator since there is not an optimal period in which comparing 
the number of vacancies. The size regards therefore the total number of vacancies of the 
source in a given moment, independently of the age (i.e. the date of creation) of the 
website. 

• International: it establishes whether the source is only national (e.g. the Czech portal) or if it 
has an international dimension (e.g. Monster is almost worldwide); 

• Industry: it defines whether the website refers to only one sector or if it refers to the whole 
labour market (defined as “one industry” vs “all industries”); 

• Publication date: it indicates if the publication date of the vacancy is present or not; 
• Update: it indicates the frequency of update of the sources (named as “daily” or “several 

days”); 
• Type: it specifies whether the source belongs to a primary type (i.e. the vacancies are 

original, posted only on that website), secondary (i.e. the source is an aggregator that posts 
vacancies already posted on other websites) or it is a mixed type;  

• Quality of description: it identifies how much the structure of the detailed page of the job 
vacancy1 is standardised and therefore common across vacancies; 

• Number of structured variables: it identifies the share of the structured variables contained 
in the vacancies. The variables considered are: industry, working time, wage, city, district, 
region, type of contract and educational level; 

• Download limit: it identifies whether a source does not allow exhaustive research and/or it 
imposes some download limits.  

 

2.2.2 The assigned score 

A score between 0 and 1 has been assigned to each variable, with intermediate values of 0.2 and 
0.5. The minimum value (i.e. 0) automatically excludes the source from the group of available ones: 
the motivation for this lies in the fact that the specific variable is considered necessary for the 
analysis. Intermediate values show that the variable presents some criticisms. Below we report the 
distribution of values by variable. 
 
Typology: Almost all the typologies are assigned a score of 1, except for newspaper websites to 
which the score assigned is 0.5 since the source does not exclusively refer to labour market offers.  
 

Typology Score 

Specialised 1 
Newspaper Website 0.5 
Recruitment agency 1 
Public 1 

                                                      
1 The job vacancy detailed page is the webpage you are directed to when you click on the specific job vacancy listed 

together with others. Generally these pages have the same structure, and this helps the web scraping process; for some 
websites however you are re-directed to the page of the company seeking for employers; other sources may not have a 
common structure for inserting the vacancy on the website. 
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Sectorial and company websites 1 

 
Size: is calculated as ratio between the number of vacancies in a specific source and the total 
number of vacancies posted on all sources. Where it is not possible to extract the number of 
vacancies per source, the average size of the other sources is imputed. 
 
International: a score of 1 is assigned to International sources and 0.5 to National ones.  
 

International Score 

yes 1 
no 0.5 

Industry: sources that refer to all sectors have a score of 1, while the sectoral ones have the score 
of 0.5.  
 

Industry Score 

Allindustries 1 
Oneindustry 0.5 

 
Publication date: the presence of the publication date of posted vacancies is crucial, for this reason 
a score of 0 is assigned to those sources that lack this information. The absence of this variable in 
fact prevents the ordering of vacancies over time, and precludes the construction of a time series, 
as well as the duplicate analysis.  
 

Publication date Score 

yes 1 
no 0 

 
Update: if the source is updated daily the score is 1, otherwise is 0.5.  
 

Frequency of update Score 

daily 1 

Several days 0.5 

 
Type: the maximum score is assigned to primary sources; mixed sources are assigned a score of 0.5, 
while secondary sources (aggregators) are assigned 0. 
  

Type Score 

Original only 1 
Mixed 0.5 

Secondary 0 

 
Quality of description: sources characterised by the same detail page structure for each vacancy are 
assigned a score of 1; if they do not have a common structure the score is 0.5.  
 

Quality of description Score 
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yes 1 
no 0.5 

 
Number of structured variables: calculated as a ratio between the number of structured variable in 
the source and the 8 total considered variables.  
 
Download limit: if the source has download limits the score assigned is 0.2. With no download limits 
the score is the maximum (score of 1).  
 

Download limit Score 

yes 0.2 
no 1 

 
The assigned scores are inevitably subject to a certain degree of subjectivism. In fact they have 
been constructed with the aim of striking a balance between two different issues. On the one hand 
theoretical considerations drive the definition of the score of certain variables (e.g. the absence of a 
publication date, a crucial variable for the analysis, needs a score of 0 in order to exclude 
completely the source), on the other hand some practical considerations derived from a 
preliminary analysis of the different sources drive the definition of other variables (it is the case of 
the score assigned to the presence of a download limit which in practice limits considerably the 
retrieval of the data).  

2.3 The construction of the Ranking 

The ranking for each source has been calculated as the product between the scores assigned to the 
single variables described before, taking a value between 0 and 1. The table of the results by 
country is reported in Annex 2.  
 
Using the ranking described above 3 or 4 sources for each country have been selected, for the 
inclusion in the prototype. The resulting websites are the following: 
 

COUNTRY SELECTED WEBSITES 

CZECH REPUBLIC 
• Annonce.cz 
• Monster.cz 
• Portal.mpsv.cz 

GERMANY 
• Gigajob.de 
• Online-stellenmarkt.net 
• Jobs.meinestadt.de 

UK 

• reed.co.uk 
• cv-library.co.uk 
• monster.co.uk 
• totaljobs.com 

IRELAND 
• Irishjobs.ie 
• Jobs.ie 
• Irishtimes.com/jobs 
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ITALY 
• Infojobs 
• Monster.it 
• Adecco 

 
 

2.4 Public websites 

The selection described above contains almost exclusively private sources.2 The major part of public 

websites analysed in fact have several constraints (mainly download limits) that explain the low 
score obtained in the ranking.  
 
In theory download limits could be overcome by direct agreements with website managers but 
these agreements are often the result of a long process of negotiations with the public 
administration and this deters such actions in this phase. The involvement of public sources should 
be considered also taking into account the case of EURES, described below. 
 
 

2.5 The EURES case 

A specific analysis has been devoted to Eures3, the cross country web vacancy platform set up by 
the European Commission. Eures, including and aggregating national public job portals, could help 
overcome the technical problems of some public portals with no common structure or with 
download limits that, despite being significant in terms of size, were not considered in the analysis 
because of those criticisms. Eures has a variable representativeness in different countries. The table 
below reports the number of vacancies for each country posted during the month of February 
2015.  
 

Country 
Vacancies on 

EURES 

Germany 171,360 

Czech Republic 12,582 

UK 125,583 

Ireland 2,794 

Italy 6,710 

 
Looking at the numbers it is clear that while Eures is a significant source of vacancies in Germany, 
the UK and especially in the Czech Republic, this is not the case for Italy and Ireland.  
 
The Eures website explicitly prohibits web scraping activity and the downloading of large amounts 
of vacancies. The research team in agreement with Cedefop has started a formal collaboration 
agreement with Eures, aimed at obtaining the data for the analysis. Unfortunately during the period 

                                                      
2 Currently the only public website is Announce.cz in the Czech Republic and it is still subject to analysis by the research 

team as it has some critical aspects. Should the website be dropped from the list the degree of coverage of the 
remaining would still be above 34%.  
3 https://ec.europa.eu/eures/public/en/homepage  

https://ec.europa.eu/eures/public/en/homepage
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of development and implementation of the prototype, the launch of the new Eures website 
prevented the downloading of data. 
 
 

  



AO/RPA/VKVET-NSOFRO/Real-time LMI/010/14                      

Page 18 of 52 
 

3 ETHICAL ISSUES 

Web-scraping or web-crawling is a very common tool used by search engines and enhances 
significantly search activity; however the same technology can also be used for other purposes that 
raise some important legal and ethical issues. Not all web crawlers are in fact ‘friendly’, and even 
those that are (Google etc.) can affect server performance. If the web content owner lets the web-
crawlers scrape his/her websites without limits, he/she is exposed to the risk of theft of valuable 
data.  
 
In general, automated web content gatherers are common tools of the Internet. Searches engines 
constantly use web crawlers to visit billions of web pages to produce appropriate results. Similarly 
tools that aggregate news content (for example airlines tickets) also use web crawlers, scrapers and 
other automated tools to gather the necessary information. With the rise of the Big Data potential 
application of Internet-based information have increased exponentially.  
 

3.1 Ethical and legal aspects and standards  

When using a web-crawler, there is a conflict between administrators and owners of web sites and 
those who analyse and study the web content. Research needs in a limited time to gather large 
amounts of data. This causes direct and indirect costs to administrators of web servers: some 
resources are severely used (network resources and computing power of the processor), moreover 
the access of third parties to the content of the website may be prevented or slowed in periods 
where the crawling activity is ongoing.  
 
Sometimes it is argued (Thelwall and Stuart, 2006) that commercial search engines such as Google 
can justify the cost of crawling because they produce a benefit in terms of new visitors for owners 
of websites. Moral issues are considered more pressing for those operators who, while crawling do 
not “give anything back”. 

The legal framework relating to web crawling is still in its infancy and claims based on web-crawling 
for analytics purposes are so far, rare and are solved on a case by case instead of referring to a 
specific framework. In principle a web-crawler downloads documents and saves their copies 
without the owner's permission; although this information is publicly available on the web, this may 
violate copyright and related laws of copyright protection. A problem may arise, for example, in the 
case of publication (or re-publication) of data downloaded. From the point of view of researchers 
the most appropriate solution is a direct agreement with the owner of the web content.  
 
Overall web-crawlers are potentially very powerful tools, with the ability to cause network 
problems and incur financial penalties to the owners of the web sites crawled. Therefore, there is a 
need for ethical guidelines for web crawler use. We highlight the following recommendations for 
ethical crawling, based on Koster (1993)4: 

 Keep in mind the social aspects associated with the information extracted. Especially, 

consider the privacy implications of information aggregated during crawling 

                                                      
4 https://www.promptcloud.com/blog/data-crawling-and-extraction-ethics/  

https://www.promptcloud.com/blog/data-crawling-and-extraction-ethics/
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 Look for alternative sources that can fulfill your needs such as Google API and the Internet 

Archive 

 Avoid crawling websites for teaching or training purposes unless justifiable or necessary 

 Keep in mind the financial implication that would incur upon the website owners 

 Do not take advantage of the naïve site owners who will be unable to identify the causes of 

bandwidth charges 

 Be prepared to pay for the crawling costs if requested 

 Acquire an in-depth understanding of cost implications for crawling big and small sites and 

others as well 

 Balance the costs and benefits of each Web Crawling project and ensure the social benefits 

outnumbers the disadvantages 

 Email webmasters of large enterprises to inform them about crawling so that they can opt 

out if they so wish. 

 
In addition, to ethical crawling there are also guidelines for ethical internet research proposed by 
the Ethics Committee of Association of Internet Researchers.5 These guidelines start from the 
following definition of internet research: 
(a) utilizes the internet to collect data or information, e.g. through online interviews, surveys, 

archiving, or automated means of data scraping; 
(b) studies how people use and access the internet, e.g. through collecting and observing activities 

or participating on social network sites, listservers, web sites, blogs, games, virtual worlds, or 
other online environments or contexts; 

(c) utilizes or engages in data processing, analysis, or storage of datasets, databanks, and/or 
repositories available via the. 

(d) studies software, code, and internet technologies 
(e) examines the design or structures of systems, interfaces, pages, and elements 
(f) employs visual and textual analysis, semiotic analysis, content analysis, or other methods of 

analysis to study the web and/or internet-facilitated images, writings, and media forms. 
(g) studies large scale production, use, and regulation of the internet by governments, industries, 

corporations, and military forces. 
 
Ethical internet research guidelines are simply basic questions that should be addressed during 
every step of the research process, from planning, research conduct, publication, and 
dissemination. We make only short overview of the most common questions.  

 How is the context defined and conceptualized? 

 How is the context (venue/participants/data) being accessed? 

 Who is involved in the study? 

 What is the primary object of study? 

 How are data being managed, stored, and represented? 

 How are texts/persons/data being studied? 

 How are findings presented? 

                                                      
5 http://aoir.org/ethics/  

https://www.promptcloud.com/web-scraping-api-software-google/
http://aoir.org/ethics/
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 What are the potential harms or risks associated with this study? 

 What are potential benefits associated with this study? 

 How are we recognizing the autonomy of others and acknowledging that they are of equal 

worth to ourselves and should be treated so? 

 What particular issues might arise around the issue of minors or vulnerable persons? 

 

Complying with all ethical rules does not avoid incurring in from several problems caused by web 
crawlers. There are six types of issues that web crawlers may raise: copyright infringement, breach 
of contract, privacy, cost, denial of service and hot news misappropriation. Before we consider 
these issues, we will briefly describe how the web owners can protect their web page. 

3.2 How web owners respond 

Website owners generally wish to protect their data from being collected by web crawlers. Some 
data crawling operations can be controlled by programmers – for example number of URLs visited 
per second. To prevent making copies of copyrighted material without the owner’s permission, 
owners of the websites may use “Robot exclusion standard” (robots.txt mechanism) to prevent the 
access of their website by crawlers. The robots.txt protocol is the principal set of rules for how web 
crawlers should operate. The protocol essentially allows web site owners to place a series of 
instructions to crawlers in a file called robots.txt to be saved on the web server. These instructions 
take the form of banning the whole site or specific directories from being crawled. The robots.txt 
protocol only covers which pages a robot may download, but not other issues such as how fast it 
should go (e.g. pages per second). The robots.txt protocol, is however only a guideline and not 
legally enforceable. The robots.txt are used by website owners to exclude the protected part of the 
content. They can also apply different rules for different web-crawlers, about which part of their 
web content is accessible. Otherwise, it will be blocked. 
 

3.3 Problems and discussion 

Some technologies are intrinsically characterised by ethical and/or legal issues (i.e. medical 
innovation). This is not the case of web crawlers that operate into an unregulated world in which 
users feel free to experiment and explore their potential. Ethical guidelines have therefore been 
developed subsequently to avoid undesirable impacts. Legal and ethical theories related to 
automated data gathering include copyright infringement, breach of contract, privacy, cost, denial 
of service and hot news misappropriation. 

3.3.1 Copyright Infringement 

Copyright is perhaps the most important legal issue. Crawlers repeatedly do actions that are 
potentially illegal: they make permanent copies of material (web pages which can even be 
protected by copyright) without the owner’s permission. In the absence of a specific legal 
framework referring specifically to crawling activity, courts are likely to follow a case by case 
approach, considering issues such as whether the copying is temporary, whether the information 
extracted is factual, whether the information scraped is stored in secure servers and the use of such 
information. 

3.3.2 Breach of Contract 

Most commercial websites contain terms of use that regulate the access and the use of information 
contained in individual webpages. The terms of use for websites frequently include clauses 
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prohibiting access or use of the website by web crawlers, scrapers or other robots, including for 
purposes of data collection. Frequent are also terms of use that limit visitors to personal and/or 
non-commercial use of the information contained in a website. 
Failure to read those terms is generally found irrelevant for their enforceability. 

3.3.3 Privacy 

For crawlers, the privacy issue appears clear-cut because everything on the web is in the public 
domain. Web information may still invade privacy if it is used in certain ways, principally when 
information is aggregated on a large scale over many web pages. Some researchers advocate the 
need for informed consent. 

3.3.4 Cost 

Web crawlers may create costs for the owners of the web sites crawled by using up their bandwidth 
allocation. The consequences of exceeding the monthly bandwidth may range from automatically 
having to pay the excess charges, to having the web site shut down. Those problems can arise quite 
quickly through the crawling of an entire web site. 
 
Commercial search engines like Google can justify the cost of crawling in terms of the benefits they 
give to web site owners through new visitors. There is probably a need for crawler owners to 
advertise the usefulness of the information retrieved with the crawling activity to the owners of 
websites as an indirect compensation (in this sense the information contained in websites accessed 
by crawlers has a public good dimension) or to consider even direct forms of compensation. 

3.3.5 Denial of service 

It is clear that any increase in the use of a limited resource will result in the deterioration of the 
service, on average. A server that is busy responding to robot requests may be slow to respond to 
other users, undermining its primary purpose. The denial of service issue is probably significantly 
less of a threat in the modern web, with its much greater computing power and bandwidth; as long 
as crawlers retrieve pages sequentially and there are not too many of them. Hence, whilst the issue 
is less critical than before, there is a need to be sensitive to the potential network impacts of 
crawling. 
 
Let’s assume that the website owner agrees with the use of web crawler. There is still one thing to 
consider. Web crawling may slow down the web server due to repeated requesting of web pages 
(similar to attack by viruses) that could lead to deterioration in services. A server responding to web 
crawling requests from random source may be slow to respond to other users leaving behind its 
primary objective of serving the genuine customers. 
 
Often these problems can be minimised by forms of agreements between web owners and crawlers 
where the latter restrict the crawling activity to periods (e.g. week-ends) and times (e.g. during the 
evening or night) where the traffic on the website is lower. 
 

3.3.6 Hot News Misappropriation 

This instance occurs whenever a party reproduces factual, time-sensitive information that was 
gathered at the effort and expense of another party, and thereby deprives the gathering party of 
the commercial value of that information. 
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3.4 Conclusion 

As the brief review above shows, web crawler development and use is at present, not regulated by 
any specific law. It follows that both ethical and legal issues associated with web crawling activity 
are dictated by (a) what data is being gathered and (b) what use is made of the data.  
Generally the legal protection refers to personal data and copyright. There are no legal issues in 
simply running a web crawler over publicly accessible content on the Internet for researcher 
purposes. There are only ethical guidelines or recommendation the web crawler users should 
follow.  
 
The only possible problem with web crawling is related to the storage of documents without the 
owner's permission. This may violate copyright and related laws of copyright protection. In the 
specific case of this research project the most appropriate solution of harvesting online data on job 
vacancies is to get informed consent and apply rules of copyright. This also includes agreement on 
technical accessibility of each individual web portal.  
 
The research team tried to obtain informed consent from each web-source and apply rules of 
copyright, including also agreement on technical accessibility of each individual web portal. This has 
been done by contacting all web owners or webmaster identified above, informing them about the 
purpose of the activity and the use of the downloaded data, and asking for an approval or 
specification of conditions for using their web sites. The responses have been mixed. In several 
cases there has been a formal agreement, in some cases webmasters allowed the scraping without 
entering a formal agreement, in few cases there has been no reply. In no case there has been a 
refusal. 
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4 THE WEB SCRAPING PROCESS 

This section presents in detail the download process of job vacancies, and the pre-processing 
techniques implemented to obtain a first version of a job vacancy database. The word 'job vacancy' 
in this document means the document (typically in HTML) that describes the job offer. 
 

4.1 The job vacancy lifecycle  

 
A typical job vacancy lifecycle is shown in Figure 2. 

1. The job vacancy is published on the site; 
2. When the web scraping activity starts, the job vacancy is found by the downloader 

component, and it is stored alongside with some metadata (site, url, grab date, etc.); 
3. If in the subsequent web scraping runs the same job vacancy is found, it is recorded as still 

active, until is not found anymore, at which time it is recorded as terminated. 

 
Figure 2: job vacancy lifecycle 

 
This process ensures the collection of the approximate duration of posting of a job vacancy, the 
precision depending on the frequency of web scraping processes. 
 

4.2 The Web Scraping Process 

Web scraping is the process that downloads pages from the site, extracts the data, and partially 
cleans them; the process is specific for each source. The basic architecture, shown in Figure 3, has 
been created building upon the experience accumulated with previous projects, in order to 
maintain flexibility, sustainability, and maximise information extraction. 
 

 
Figure 3: Basic web scraping architecture 
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The main components of the process are: Downloader, Extractor, Cleaner and the Web Monitor. 
They are described below: 
 

4.2.1 Downloader 

This component is specific for each site, and downloads the job vacancies; typically it starts from 
the job vacancy index page, and for each page downloads all job vacancies. The major problems is 
sustainability over time, because the site layout may change, determining an interruption to the 
downloader. To partially deal with this problem, each downloader detects when the site does not 
have the anticipated features, so the developer can intervene accordingly. As the selected websites 
are quite different from each other, the research team has developed and designed different 
downloaders for each site. 
 

4.2.2 Extractor 

This component, specific for each site, extracts from a job vacancy the meaningful data, and inserts 
them into a RDBMS, with a specific scheme for each site, in order to minimise the loss of 
information. Basically the extractor groups the information into two subsets: text (namely vacancy 
titles and descriptions) and raw structured data (e.g. industry, working place, etc.). The most 
relevant problems for this component occur during the development phase, and are due to 
whether a common structure of all pages of the source exists, and how to handle multi-valued 
fields (e.g. sectors, places, etc.). As with the downloader, if the layout of the website changes, the 
extractor must be corrected accordingly. 
 

4.2.3 Cleaner 

Starting from the source-specific scheme given by the extractor, some field of different sources may 
be in different formats; for example in a given source the place is defined by the region and 
province, whereby for another source is defined by region and city. To create compatibility across 
different schemes and formats, the cleaner, specific for every source, standardizes the value of a 
field (or group of fields) into a specific classification, bringing the data (if possible) to a single 
common format. Therefore the cleaner maps the raw fields of the extraction phase, into cleaned 
fields; this 'cleaning' process is different from field to field; currently the fields are place, industry, 
and working time (i.e. part time vs full time). 
 
At present the approach used is essentially 'rule-based', because it is efficient, simple, and has a 
high precision and recall; the main disadvantage is that if a field has a classification specific for the 
website, and this classification changes, the cleaner would not work correctly.  
 
Below we present a cleaning case with regard to the place field, showing the problems that can 
occur. 

Example: Place field 

The field “place”, depending on the source, may be a multiple field; as the place can be described 
by many different elements (e.g. country, region, province, city, etc.), the cleaner should be able to 
treat one or more field, depending on the site. A job vacancy can refer to multiple places 
characterised by different levels, such as a whole province, or two cities. 
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We consider sources in different countries, therefore the common classification used use is Local 
Administrative Units, that are a specification of NUTS. The rules must consider that a place can refer 
to different LAU (or NUTS) level, and whether the source uses an explicit classification or not (i.e. 
free text). Below some examples of places with classification are provided: 

 Scandicci 50018, Toscana Italia 
o NUTS0: Italy 
o NUTS1: Centro 
o NUTS2: Toscana 
o NUTS3: Firenze 
o LAU2: Scandicci 

 Provincia Di Salerno, Campania Italia 
o NUTS0: Italy 
o NUTS 1: Sud 
o NUTS2: Campania 
o NUTS3: Salerno 

The matching rules used in our case are of the following types: starts with, ends with, equals, etc. 
The rules should consider some particular features of the data, like abbreviations, and ignore non-
significant texts. For example: 

 concordia s s - Concordia sul secchia 

 corso di francia roma – Roma 
 

4.2.4 Web Monitor 

The action of each component is coordinated and monitored by the web monitor, that checks the 
status and the activity of each component, the download and extraction of job vacancies, and 
checks if some problem occurs (for example, the layout site has changed). The web monitor acts 
also as a scheduler, to run the web scraping processes. 
 
 

4.3 Maintenance of the scraping process 

 
The web scraping process described above is automated as much as possible, but it must be 
considered that, for each web scraping component, some adaptive maintenance activities are 
needed,  
 
Downloader 
This component is the one with most potential problems, due to: 

 network issues: some problem may occur if the network is down, or is slow; moreover the 
target sources could have internal problems, therefore the page request returns an error; in 
this case, the only possible action is to retry later; 

 source changes: sites layout are often changed; since the downloader uses certain specific 
markers in the layout, some corrections must be made when this event occurs. The typical 
indicator for this event is that, when the downloader runs, it downloads no job vacancy, or 
only the first page (usually 10-20); 
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Extractor 
The most relevant issue for maintenance is the layout change; in this case the extractor cannot 
recognize some elements of the page. This problem can be detected by checking all the extractions 
of a download in order to identify some fields with no value. 
 
Cleaner 
As discussed above problems by the downloader or by the extractor have repercussions on the 
cleaner whose recall rate decreases as new data may not match the existing rules; to avoid this, it is 
necessary to check periodically data that cannot be classified and to improve cleaner rules for the 
specific site. 
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5 THE DATA QUALITY ISSUE: DUPLICATE DETECTION 

The aim of this part is to provide some background information on the general notion of data 
quality (DQ), to illustrate a few frequently used concepts and definitions. The Data quality topic is 
complex and involves data management, modelling, analysis, storage and presentation, quality 
control and assurance. It is a key element in any data model as it is the foundation of any sound 
data-base.  
 

5.1 The Data Quality process 

The meaning of “quality” depends on the context in which it is applied; quality is difficult to define 
for data, as they do not have physical characteristics that allow quality to be easily assessed. 
Moreover data are the result of a production process which in turn clearly affects data reliability. It 
follows that data quality is a function of intangible properties such as “completeness” and 
“consistency”.  
 

Traditionally data quality assessment includes the definition and modelling of several dimensions, 
such as data completeness, accuracy, timeliness, consistency or absence of duplicates. In this 
specific project the data quality process has been narrowed down to the analysis of job vacancy 
duplicates. 
 
A data cleaning approach must satisfy several requirements. First of all, it should detect and remove 
all major errors and inconsistencies occurring both in individual data sources and during the 
integration of multiple sources. This should be supported by tools that limit manual inspection and 
programming effort and be extensible in order to easily cover additional sources. Furthermore, data 
cleaning should not be performed in isolation but together with schema-related data 
transformations based on comprehensive metadata. In particular for data warehouses, a workflow 
infrastructure should be supported to execute all data transformation steps for multiple sources 
and large data sets in a reliable and efficient way.  
 

5.2 Critical issues 

During the study of the more appropriate architecture for the project, the research team has 
addressed the following problems which affected the choice of the methodologies described 
below: 

• When can a job vacancy be considered a duplicate of another? 
• When can a job vacancy be considered “consistent” and not be subject of the deduplication 

process? 
• Is it necessary to make both an intra-source and an extra-source process to recognise the 

duplicates? 
 

5.3  Technical approaches 

In order to solve the critical issues listed above the data quality process implemented for the 
project has used the following technical approaches: 

• Text cleaning, defined as stop-words removal or useless blank spaces removal; 
• Physical deduplication constructed on the description of the job vacancy; 
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Input Output 
LAVOROPIU' SPA, FILIALE DI CASTELFRANCO VENETO, CERCA UN CAPO TURNO 
CON ESPERIENZA NELLA GESTIONE DI PERSONALE E DISPONIBILE AL LAVORO SU 
TRE TURNI. IL CANDIDATO IDEALE HA ESPERIENZA O NEL SETTORE ALIMENTARE O 
NELLA GESTIONE DI PRESSE. La ricerca ha carattere d'urgenza. Lavoropiù S.p.a. - 
Aut. Min. 1104/SG del 26/11/2004. Il presente annuncio è rivolto ad entrambi i 
sessi, ai sensi delle leggi 903/77 e 125/91, e a persone di tutte le età e tutte le 
nazionalità, ai sensi dei decreti legislativi 215/03 e 216/03. Per visionare 
l'informativa sulla privacy, si prega di consultare la sezione Privacy su 
www.lavoropiu.it. 

LAVOROPIU' SPA, FILIALE DI CASTELFRANCO 
VENETO, CERCA UN CAPO TURNO CON 
ESPERIENZA NELLA GESTIONE DI 
PERSONALE E DISPONIBILE AL LAVORO SU 
TRE TURNI. IL CANDIDATO IDEALE HA 
ESPERIENZA O NEL SETTORE ALIMENTARE O 
NELLA GESTIONE DI PRESSE. La ricerca ha 
carattere d'urgenza. Lavoropiù S.p.a. - Aut. 
Min. 1104/SG del 26/11/2004. Il presente 
annuncio è rivolto ad entrambi i sessi, ai 
sensi delle leggi 903/77 e 125/91, e a 
persone di tutte le età e tutte le nazionalità, 
ai sensi dei decreti legislativi 215/03 e 
216/03. Per visionare l'informativa sulla 
privacy, si prega di consultare la sezione 
Privacy su www.lavoropiu.it. 

LAVOROPIU' SPA, FILIALE DI CASTELFRANCO VENETO, CERCA UN CAPO TURNO 
CON ESPERIENZA NELLA GESTIONE DI PERSONALE E DISPONIBILE AL LAVORO SU 
TRE TURNI. IL CANDIDATO IDEALE HA ESPERIENZA O NEL SETTORE ALIMENTARE O 
NELLA GESTIONE DI PRESSE. La ricerca ha carattere d'urgenza. Lavoropiù S.p.a. - 
Aut. Min. 1104/SG del 26/11/2004. Il presente annuncio è rivolto ad entrambi i 
sessi, ai sensi delle leggi 903/77 e 125/91, e a persone di tutte le età e tutte le 
nazionalità, ai sensi dei decreti legislativi 215/03 e 216/03. Per visionare 
l'informativa sulla privacy, si prega di consultare la sezione Privacy su 
www.lavoropiu.it. 

 
 

• Deduplication carried out on the description part of the job vacancy using fuzzy matching 
techniques that use the edit distance a way of quantifying how dissimilar two strings are to 
one another by counting the minimum number of operations required to transform one 
string into the other. 
 

Input Output 
Gi Group SpA, Agenzia per il Lavoro (Aut. Min. 26/11/04 Prot. n° 1101-SG) ricerca 
Gi Group S.p.A. Filiale di Arzignano (VI) Via Duca d’Aosta 2/4 – 36071 Arzignano (VI) 
Per importante azienda del settore metalmeccanico ricerchiamo 1 ADDETTO AL 
TORNIO MANUALE con esperienza nella lavorazione di pezzi di grandi dimensioni. La 
persona dovrà inoltre avere un'ottima conoscenza del disegno meccanico. 
Disponibilità a lavoro su turni.  Mail arzignano.ducadaosta@gigroup.com Telefono 
+390444452323 Fax +390444451577  I candidati ambosessi (D.Lgs 198/2006) sono 
invitati a leggere sul sito www.gigroup.it l'informativa privacy (D. lgs 196/2003) 

Gi Group SpA, Agenzia per il Lavoro (Aut. 
Min. 26/11/04 Prot. n° 1101-SG) ricerca Gi 
Group S.p.A. Filiale di Arzignano (VI) Via 
Duca d’Aosta 2/4 – 36071 Arzignano (VI) Per 
importante azienda del settore 
metalmeccanico ricerchiamo 1 ADDETTO AL 
TORNIO MANUALE con esperienza nella 
lavorazione di pezzi di grandi dimensioni. La 
persona dovrà inoltre avere un'ottima 
conoscenza del disegno meccanico. 
Disponibilità a lavoro su turni.  Mail 
arzignano.ducadaosta@gigroup.com 
Telefono +390444452323 Fax 
+390444451577  I candidati ambosessi 
(D.Lgs 198/2006) sono invitati a leggere sul 
sito www.gigroup.it l'informativa privacy (D. 
lgs 196/2003) 

Gi Group SpA, Agenzia per il Lavoro (Aut. Min. 26/11/04 Prot. n° 1101-SG) ricerca 
Gi Group S.p.A. Filiale di Arzignano (VI) Via Duca d’Aosta 2/4 – 36071 Arzignano (VI) 
Per importante azienda del settore metalmeccanico ricerchiamo 1 ADDETTO AL 
TORNIO MANUALE Richiesta:  

• esperienza nella lavorazione di pezzi di grandi dimensioni;  
• un'ottima conoscenza del disegno meccanico. Disponibilità a lavoro su 

turni.   
Mail arzignano.ducadaosta@gigroup.com Telefono +390444452323 Fax 
+390444451577  I candidati ambosessi (D.Lgs 198/2006) sono invitati a leggere sul 
sito www.gigroup.it l'informativa privacy (D. lgs 196/2003) 

 
 

• Using information derived from job boards to remove job vacancies duplicates on the 
aggregator’s websites.  
 

Input Output 

job vacancy source job vacancy source 
Per importante azienda operante nel settore dei servizi, 

selezioniamo un operatore addetto ai centri di lavoro 
cnc a bordo macchina con esperienza consolidata nella 
mansione. Richiesta ottima conoscenza del linguaggio 

monster 

Per importante azienda operante 
nel settore dei servizi, 

selezioniamo un operatore 
addetto ai centri di lavoro cnc a 

monster 
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di programmazione Fanuc e Selca, conoscenza del 
disegno meccanico e disponibilità a lavorare su turni. 

Zona di lavoro Faenza. 

bordo macchina con esperienza 
consolidata nella mansione. 

Richiesta ottima conoscenza del 
linguaggio di programmazione 
Fanuc e Selca, conoscenza del 

disegno meccanico e disponibilità 
a lavorare su turni. Zona di lavoro 

Faenza. 

Per importante azienda operante nel settore dei servizi, 
selezioniamo un operatore addetto ai centri di lavoro 

cnc a bordo macchina con esperienza consolidata nella 
mansione. Richiesta ottima conoscenza del linguaggio 

di programmazione Fanuc e Selca, conoscenza del 
disegno meccanico e disponibilità a lavorare su turni. 

Zona di lavoro Faenza. 

repubblicamiojob 

 

Finally, when similar texts are found, vacancies are not immediately regarded as duplicates, but the 
publishing dates are considered. If the dates are overlapping or contiguous, the similar-text-
vacancies are recognized as duplicates, while if (at least) a 1-month gap exists, they are not 
regarded as duplicates. These criteria have been identified and validated in cooperation with 
several organizations managing some of the websites selected for the project.  
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6 DATA MODEL 

This section aims at describing the data model that the whole system relies on. The data model 
refers to both concepts and entities involved and in the relations existing between them. The basic 
data model will be referred to in all the phases of the project, from crawling to analysis, to identify 
single items, dimensions and measures of analysis and attributes related to them. Building the data 
model also allows identifying a common vocabulary to be used across the whole project, therefore 
standardizing the terms used and assuring a correct interpretation of entities and concepts. 
 
In addition, the data model represents a common framework for all national elements developed 
during the project, thus introducing a first basic structure of integration.  
 
Figure 4 illustrates the data flow model. 
 

 
Figure 4: data flow model 

 

6.1 Main entities 

The main entity involved in the data model is the advertisement, defined as the job offer published 
by a company in search for a new employee. The advertisement is an abstract concept that states a 
need for the company. The same advertisement can be published on different channels and 
different portals on the web in order to obtain more visibility. The advertisement, once published 
on a channel and therefore materialized, takes the name of document. Every advertisement can be 
referred by one or more documents, producing a 1:n (1 to n) relationship between these two 
entities. The process of identifying multiple documents referring to the same advertisement is 
called deduplication. 
Every advertisement contains one or more real job offer (e.g. “We search for an accountant and an 
auditor for our financial business unit”): the single job offer contained into an advertisement is 
called vacancy. An advertisement is related to one or more vacancies (1:n). The vacancy represents 
the analytical unit of the project and needs to be extracted from advertisements.  
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6.2 Document 

The document scraped from the web containing the job offer includes a brief description of the 
offer (title), a longer description (description) and additional optional structured attributes, 
retrieved where possible. 
 
The document entity is described by the following attributes6: 

• Id: the unique identifier of the document 
• Title (1:1): the brief description of the job offer (usually one line) 
• Description (1:1): the long description of the offer (usually more than one line) 
• Release date (1:1): the date when the document has been retrieved for the first time 
• Expiry date (1:1): the date when the document has been retrieved for the last time 
• Area (1:n): the geographical area involved in the offer (only from structured data) 
• Occupation (1:n) the profession researched in the offer (only from structured data) 
• Contract (1:n): the type of contract offered for the job (only from structured data) 
• Education (1:n): the educational level required (only from structured data) 
• Industry (1:n): the industry of the company looking for the employee (only from structured 

data) 
• Source (1:1): the source where the document has been scraped from 
• Language (1:1): the language used in the offer 
• Wage (1:n): the wage offered for the job (only from structured data) 

 
 

6.3 Advertisement 

The advertisement is generated from all the documents recognised as samples of the same job 
offer. Therefore, it inherits all distinct attributes from all the related documents. Some attributes 
can be simply linked to the new entity, some need to be deduplicated to avoid redundancy, others 
must be processed in order to solve conflicts (e.g. release and expiry dates), others produce 
expansion (e.g. areas) generating more than one advertisement from a single document. 
Furthermore, the classifiers used in the text analysis phase enrich the advertisement with additional 
attributes extracted from the description. 
 
The advertisement entity is described by the following attributes: 

• Id: the unique identifier of the advertisement (different from the identifier of documents) 
• Title (1:n): the brief description of the job offer (in some cases duplicated from documents) 
• Description (1:1): the long description of the offer (by definition it is the same for all 

documents related to the same advertisement) 
• Release date (1:1): the date when the advertisement has been retrieved for the first time (in 

some cases duplicated from documents) 
• Expiry date (1:1): the date when the advertisement has been retrieved for the last time (in 

some cases duplicated from documents) 

                                                      
6 The notation (1:1) points out a 1 to 1 relation between two entities (each record of the first entity is related to one 

and only one record of the second entity; the notation (1:n) points out a 1 to n relation between two entities (each 
record of the first entity is related to one or more records of the second entity, but each record of the second entity is 
related to one record of the first entity. 
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• Area (1:1): the geographical area involved in the offer (only from structured data) (different 
areas in the same document generate different advertisements (expansion)) 

• Occupation (1:n) the occupation described in the offer (from structured data and text 
classifier) 

• Contract (1:n): the type of contract offered for the job (from structured data and text 
classifier) 

• Transversal skill (1:n): transversal skills required in the offer (from text classifier) 
• Job specific skill (1:n): job specific skills required in the offer (from text classifier) 
• Experience (1:n): experience required in the offer (from text classifier) 
• Education (1:n): the educational level required (only from structured data) 
• Industry (1:n): the industry of the company looking for the employee (from structured data 

and text classifier) 
• Source (1:n): the source where the advertisement has been scraped from (in some cases 

duplicated from documents) 
• Language (1:1): the language used in the offer 
• Salary (1:n): the salary offered for the job (only from structured data) 

 

6.4 Vacancy 

Vacancies are generated by the expansion of advertisements identifying different job offers 
contained in the same advertisement. They inherit all attributes from the source advertisement 
(the expansion phase does not introduce potential conflicts). Since the text analysis phase is 
complete, the title and description are no longer necessary. 
 
The vacancy entity is described by the following attributes: 

• Id: the unique identifier of the vacancy (different from the identifier of documents and 
advertisements) 

• Release date (1:1): the date when the vacancy has been retrieved for the first time  
• Expiry date (1:1): the date when the vacancy has been retrieved for the last time 
• Area (1:1): the geographical area involved in the offer 
• Occupation (1:1) the occupation described in the offer (different occupations in the same 

advertisement generate different vacancies (expansion)) 
• Contract (1:n): the type of contract offered for the job  
• Transversal skill (1:n): transversal skills required in the offer  
• Job specific skill (1:n): job specific skills required in the offer  
• Experience (1:n): experience required in the offer  
• Education (1:n): the educational level required  
• Industry (1:n): the industry of the company looking for the employee  
• Source (1:n): the source where the vacancy has been scraped from  
• Language (1:1): the language used in the offer 
• Wage (1:n): the wage offered for the job 

 



AO/RPA/VKVET-NSOFRO/Real-time LMI/010/14                      

Page 33 of 52 
 

6.5 Analysis Dimension  

Analysis dimensions are the attributes that characterize documents, advertisements and vacancies 
and they have to be shared among all the entities and local data models to generate the integrated 
data model. The fundamental analysis dimensions involved in the analytical process are: 

• Time 
• Area 
• Occupation 
• Skill 
• Contract  
• Education 
• Industry 
• Source 

 
Further details about the relational model, entities and analysis dimensions are available in Annex 
3. 
 

6.6 Text Classification – knowledge discovery in databases 

The process of turning the free-text of job vacancies description into structured data is one of the 
key component of the knowledge discovery in databases processes. The research team has 
surveyed and analysed the state of the art of the literature on text classification (Annex 4 reports 
the detailed results of this survey). Broadly speaking three groups of approaches have been 
considered. 
 
Machine Learning 
A machine learning approach was used to classify the job vacancies against the ESCO occupation 
codes. Machine learning focuses on algorithms that can learn from data. A machine learning 
classifier builds a classification model from classified examples (training set). The automatically 
learnt model can be used to make predictions on unforeseen texts. 
 

Rules based Approach 
The rules based approach classifies texts using user-defined rules. The rules can be created either 
by hand coding directly rules or by creating word taxonomies modelling the terminology of a 
certain domain. Word taxonomies help identifying the words most related to a specific classification 
category.  
 

Hybrid methodologies 
Hybrid classifiers combine machine learning and rule based approaches. The simulations conducted 
on the reference vacancies suggest that this could be the most efficient approach for our purposes.  
 

The machine learning approach can be used to classify the job vacancies according to an existing 
classification system. Training sets should be prepared and this task is labour intensive, requiring 
significant input of expert’s time. Since the language used in job vacancies is continuously evolving, 
periodic update of the training set is required too (and consequently classifier retraining). 
 

The rule based approach can be used: 
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• to help domain experts in identifying vacancies for building or enlarging or updating the 
training set. The final decision on whether include or not a vacancy in the training set is up 
to the domain experts, nevertheless the process of selecting candidate vacancies can be 
greatly expedited by the rules based approach; 

• to build classifiers for a specific subtopic (e.g. specific ESCO codes). 
 

The two classifying approaches previously introduced can be combined to develop hierarchical 
classifiers, whereas each component focuses on a specific set of occupations, each level of the 
hierarchy providing a more and more detailed classification. Further classification approaches can 
also be used in a hybrid classifier, in particular to cope with specific language requirements. 
 
In order to evaluate the different options a subset of 1,007 job vacancies has been randomly 
sampled using Italian vacancies about which the research team had extensive knowledge due to 
previous research conducted. These will be called the reference vacancies hereafter. The reference 
vacancies were classified using the ESCO occupation codes by a pool of domain experts (every 
vacancy was reviewed by at least 2 experts). The obtained dataset was used as gold benchmark 
(also known as grand truth) for evaluating classification techniques.7 The evaluation focused on 
ESCO/ISCO occupation codes. Comparative analysis suggested the use of machine learning 
algorithm. The details of occupation classification will be described in Section 8. 

6.7 Software 

Following the criteria set out in the tender the following open source components were used in the 
development of the data model. 

 Scraping and monitoring: custom code based on the Spring Framework 
(http://projects.spring.io/spring-framework/) 

 Database Management System: MySQL (http://www.mysql.com/) 

 Data Flow Orchestrator: Talend (https://www.talend.com/) 

 Text Classification and Skills Extraction: Information classification and extraction pipeline, 
custom code based on the SciPy framework (http://www.scipy.org/) 

 Front end: Pentaho (http://www.pentaho.com/) 
 

 

7 THE ARCHITECTURE SYSTEM 

This section aims at illustrating the design and technical choices made for hosting and managing the 
computational processes. In particular, it defines an architecture that implements the data flow 
starting from the data sources (the job vacancies web sites) to the analytical databases. 

7.1 Analysis 

In the data-flow step of the process the major activity will be web scraping. Web scraping is the 
process of extracting information from websites, in structured, unstructured or semi-structured 
data. A preliminary analysis of the sources shows that websites publish job vacancies at a rate that 
makes it necessary to scrape them at least once a week.  
 

                                                      
7 CRISP has a considerable expertise in these techniques, see Amato et al (2015) for an example. 
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The process is often unpredictable in terms of elaboration time, given that it includes tasks like 
simulating web browsing and downloading pages, and may fail following the failure of third-party 
services. All these aspects are not strictly under the control of web scrapers. It follows that scraping 
on a single website may last several hours (from one to thirty, based on previous experience on 
similar projects).  
 
Due to the number of sources identified for the project, it has been necessary to design a step that 
can parallelize single source scraping, rather than following a batch step that processes one source 
at a time. 
 
Currently the project is allocated on sources across five European countries. In the future this 
number could increase due to the inclusion of additional countries. For this reason, the resulting 
architecture has to be easily scalable and maintainable: integrating new sources needs to be cost-
effective and should not require heavy development on the infrastructure. 
 
Other data flow steps within the project are Text analytics and ETL/Datawarehouse. The former 
concerns the elaboration of textual parts of the job vacancies downloaded from the sources and 
the definition of useful information to enrich web scraping results by means of Text classification 
techniques. The latter, ETL/Datawarehouse, concerns the processing aiming at cleaning, 
transforming and loading data to obtain the analysis-ready data. 
 
Choices taken on these steps are basically founded on previous experience and tests and have 
influenced the definition of the architecture shown in the next section. 
 

7.2 Architecture Design 

 
Based on the analysis of the three data flow described above, the architecture defines three 
conceptual functional blocks: 

• Web scraping block:  
• Extraction of the data from the sources; 

• Text analytics block: 
• Text classification processes; 

• ETL/Datawarehouse block: 
• Extraction, transformation, load and staging area processes; 
• Storage of the data for the analysis. 

 
For achieving both the required parallelization and scalability (that mainly involve data scraping and 
storage), the identified general solution is clustering. This allows the development and execution of 
the business logic software without worrying about performance. The initial system configuration 
may provide a small cluster (e.g. two machines for block), that can be transparently extended on 
need. 
 

7.2.1 Software platforms 

In order to design and develop the web scraping process, the research team has built on the 
experience accumulated from previous projects by modifying DIANA (Dedicated Information 
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Retrieval And Normalization Application), an extensible Java-based solution for web scraping which 
has the disadvantage of not allowing parallel activities into xDIANA (extended DIANA), that 
represents an enhancement of the previous system, in order to parallelize the scraping processes 
and make them executable on a cluster. 
 
The cluster framework solution on which xDIANA will run is Apache Hadoop, an open-source 
framework that allows for the distributed processing of data. The main reasons for relying on this 
solution are: 

• its wide adoption and community support;  
• its programming language (Java), the same as DIANA, which makes it easier the integration 

and enhancement process 
 
The software solution for data storage is MySQL cluster. The main reasons for the choice are the 
multi-annual experience on MySQL and the matching of the scalability requirement. 
 

7.3 Deployment 

Annex 5 describes the hardware and software deployment configuration of the presented 
architecture. It documents the decisions taken on the number of servers and their characteristics in 
order to point out how each one of the three sets of functional blocks will be actually implemented. 
 

8 OCCUPATION CLASSIFICATION AND SKILL EXTRACTION 

This subsection investigates the process of extracting information from job vacancies texts. The 
identification of the occupation code focuses on both vacancy titles and descriptions, while the skill 
extraction focuses only on vacancy descriptions. As a matter of fact, information on occupations is 
present both in vacancy titles and descriptions, while skill related words are always located in 
descriptions.  
 

8.1 Occupation Classification 

The occupation classification uses a ‘bag of words’ approach where a text is represented as the set 
of words, disregarding word order while keeping word multiplicity. Information about word order is 
not completely lost since not only single words are considered but also bigrams (two consecutive 
words), trigrams (three consecutive words), and n-grams (n consecutive words). In our context we 
used unigrams, bigrams, and trigrams. Using n-gram based classifiers is a successful classification 
process, as widely stated by the existing literature.8 A language identification component is used to 
identify the language used for job vacancy titles and descriptions. Each language has its own text 
processing pipeline, different pipelines share a common structure although they use different 
linguistic parameters (e.g. the stop word set is different for each language).  
 
Each title and description of the job vacancy are processed according to the following pipeline: 

 HTML Accents manager. Special characters html codes are replaced by the corresponding 
character (e.g &agrave; is replaced by à) 

                                                      
8 See Cavnar and Trenkle (1994), and Cohen and Hersh (2005) William B., and John M. Trenkle. "N-gram-based text 
categorization." Ann Arbor MI 48113.2 (1994): 161-175. 
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 Tokenizer. A sentence is split into its words and punctuation is removed.  

 Lower case. All words are reduced to lower case 

 Stop Words Removal. Stop words (e.g. articles, adverbs) provide little valuable information, 
therefore they are removed. 

 Stemming. Words are reduced to their base or root forms, e.g. the word “students” is 
stemmed into student 

 Numbers removal. Numbers are removed from texts. 

 Linguistic Model Based Extractor. This component is only used on job vacancy descriptions 
(not on job vacancy titles). Only few sentences or sub-sentences in the descriptions are 
useful to guess the ISCO/ESCO occupation code, other sentences should not be considered, 
otherwise they will negatively affect the classification performances. The Linguistic Model 
Based Extractor identifies the sentence and sub-sentence focusing on occupation 
descriptions. Titles do not need to be filtered, since their whole content is highly informative 
(titles may summarize the job vacancy contents).  

 Vectorizer. This component identifies the n-grams located in job vacancy titles and 
descriptions and computes their frequencies. 

 Classifier. The Vectorizer output is fed into the classifier. The classifier has been trained with 
already-classified-vacancies and during the training phase develops the capabilities to 
identify unclassified job vacancies. Several classifiers have been evaluated, the SVM 
classifier was selected9. 

To evaluate the classifier performances, a test dataset was used, therefore the previously described 
pipeline has been run on a set of advertisement which had already been manually classified (at the 
4th digit ISCO/ESCO). The predicted ISCO/ESCO codes were compared with the true results. The next 
table summarises the degree of accuracy of the model, i.e. the number of correctly predicted job 
vacancies over the number of the all classified vacancies. 
 

Language Pipeline Accuracy 

Czech 98% 

English10 80% 

German 79% 

Italian 80% 
 

Overall the model has a very good accuracy (an 80% accuracy is rarely reached in the literature) 
with an exceptional performance of the Czech pipeline due to the large availability of high quality 
job offers already classified using the ISCO/ESCO code.  
 
It is worth noting that a job vacancy was considered correctly predicted if the classifier exactly 
identifies all the 4 digits ISCO/ESCO code. However in our context an inaccurate prediction not 
necessarily signals a real error, as outlined in the example below. 
 
Considering the following job vacancy,  
 

Title: Credit Control Assistant.  

                                                      
9 See Tong and Koller (2002) 
10 The English language pipeline is used for both Irish and English web job boards. 
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Description: Our client is a well-known group of companies specialising in import and wholesale of 
consumer of goods. The Credit Control Team needs to expand with the recruitment of an Assistant 
who can grow with the business. You will be immediately responsible for the following: 
- Providing excellent customer service by assisting with the collection of debts for the Credit Control 
Manager  
- Updating and maintaining customer records 
- Taking payments  
- Dealing with customer queries and issuing copy invoices as required  
Applicants will have circa two years’ experience in a credit control environment and be keen to 
develop a career in this area. The successful candidate will have confidence, be a good team player, 
and possess good IT skills 

 

The candidate ISCO/ESCO codes for classifying the advertisement are:  

 2411 Accountants 

 3312 Credit and loans officers 

 3313 Accounting associate professionals 
The choice is not an easy task, since all codes refer to occupations having several similarities and 
the vacancy description does not provide enough information to discriminate among them. In this 
case a 4th digit ISCO/ESCO misclassification cannot be considered an error. 
 

8.2 Skills Extraction 

The workflow for extracting the skills is described in the figure below. 
 

 
Figure 5: workflow for skills extraction 

 

Job vacancies are grouped according to the ISCO 4th digit classification, and then sentences related 
to skills are identified using linguistic models. Subsequently, unigrams and bigrams are identified 
and their frequencies are computed. The unigrams and bigrams contain both skills related text (e.g. 
“tax knowledge”) and noise i.e. n-grams not related to skills (e.g. “ideal candidate”). Skills related n-
grams are separated by noise using a combination of frequency distribution and rule based 
identification approaches. Skills separation from noise and synonyms reduction is a supervised 
process i.e. it is performed by a computer driven by domain experts. Synonym reduction means 
that synonyms sets are identified, and subsequently each synonym is replaced by a common 
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representative. The result of this process is a skill taxonomy computed using a partially automated 
approach. The approach is neither completely automatic nor completely manual. The taxonomy, 
once computed can be used to identify skill requirements in job vacancy descriptions.  
 
The development of the skill taxonomy is a dynamic process that needs to be updated to keep track 
of the linguistic evolution (approximately once per year or once every six months). This process is 
however incremental which greatly reduces the effort in subsequent phases; in fact, by focusing on 
synonyms, once a set of has been identified, only new (unforeseen) synonyms should be added.  
 

8.3 Skill classification  

The amount and variety of information related to skills is rich and heterogeneous and needs to be 
classified. It is well known that there is not an international standard for skill classification 
equivalent to ISCO for occupations or NACE for economic activities. The only exception is the ESCO 
classification recently developed by the European Commission and by CEDEFOP which provides a 
cross classification of skills/competences, occupations and qualifications. The current version of 
ESCO is version 0 and a new one is expected in 2017. 
 
Unigrams and bigrams referred to skills extracted with the procedure described in the previous 
paragraph, have been mapped by national experts with ESCO. Differently from ISCO or NACE the 
ESCO skill classification does not have a clear hierarchical structure. It is rather organised as a graph 
where nodes can be connected along several dimensions (not only the traditional parent-child 
dimension of trees). We have therefore mapped the n-grams extracted from web vacancies with 
the entire ESCO graph adding a hierarchical structure when present. 
All skills mapped have been identified and associated with the ESCO occupation. 
What left (i.e. non matched with ESCO) is a “residual” that contain a lot of information related to 
skills which are not part of the ESCO classification.  
Some are clearly new job specific skills others are not strictly skills but identify aspects related to 
the job and to the job environment 
Those words and n-grams have been grouped in a different category under the heading “Additional 
skills”.11 In this case there is a need to develop specific filters and rules to classify the 
heterogeneous information extracted. Given the absence of a formal and shared classification and 
therefore a formal cross definition in different languages those n-grams have been left in the 
original language they have been collected. Drawing on the Italian experience we have proposed 
for Italy, UK and Ireland a further division separating all terms related with experience (experience 
with the job, experience with the sector) and terms related with what can be defined as job 
requirements (need to have a car, night shifts etc.).  
 
Below we report some examples of “additional skills” found in the data of the prototype. These 
skills are associated with specific ISCO 3 digit occupations 
 
Additional skills (job specific): 

 Software and Applications Developers and Analysts. Overall the most important job specific 
skills are: Knowledge of .Net (Microsoft platform), knowledge of Android Platform, 

                                                      
11 The term is not entirely appropriate as it refers to requirements of the job, work experience etc. 
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Knowledge of IOs, knowledge of Twitter. All these skills are job specific but are not at 
present contained in ESCO. 

 Sales Marketing and Public Relations Professionals. In the UK the most important job specific 
skills are: knowledge of social media, knowledge of Sharepoint (Microsoft Platform), 
knowledge of Twitter.  

Work requirement: 

 Other Health Professionals: in the UK the fist two requirements are being registered with the 
Health Care Profession Council and being available for checking with the Criminal Record 
Bureau or the Disclosure and Barring Services. 

 Manufacturing labourers: in Italy the three most frequent requirements are all related with 
flexibility (availability to work in shifts, availability to work on Sundays, time flexibility) 

 

8.4 Identification of new and emerging skills  

The process outlined in the previous paragraphs allows the detection of new and emerging skills.  
Suppose a new job specific skill is required by the market, for example a new program becomes 
increasingly popular in the ICT sector. This term will become more common in the words’ frequency 
distribution described above. Filter rules will pick up the signal which will then be processed and, if 
identifies as a new skill, added to the skill taxonomy and be part of the knowledge base. From then 
on it will be automatically classified by the machine.  
 

8.5 Data Profiling 

This section describes the evolution of the dataset along the data flow model described in the 
previous sections.  
 
Scraping the selected web sites from June to September 2015, the system collected 4.228.488 job 
advertisements distributed as follows (the “before June” category refers to advertisements that 
were published before June and that were still online in June).  
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The job vacancy distribution across websites in each country is described in the next charts: 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

The match of structured data was performed on the following fields: 
 

Fields Reference taxonomy/format 

Release date Date format 

Expiry date Date format 

Area NUTS starting from level 3 

Industry (if available) NACE starting from level 2 

Contract (if available) Custom taxonomy 

Working hours (if available) Working hours 

Education (if available) ISCED taxonomy 

(Years of) Experience (if available) N. of years 

Salary (if available) Country Currency 
 

0

200.000

400.000

600.000

800.000

Before June June July August September

Scraping over time by source

IT CZ DE IE UK



AO/RPA/VKVET-NSOFRO/Real-time LMI/010/14                      

Page 42 of 52 
 

For each attribute the subsequent tables show the number of vacancy downloaded, the number of 
non-null records (i.e. the vacancies that have a non-null value for the specific attribute), and the 
number of records that were matched with the reference taxonomy. 
 
Area (Standard taxonomy: NUTS starting from level 3) 

 
(A) # of Vacancies (B) Non-null Records (C) Matched Records % (B)/(A) % (C)/(A) % (C)/(B) 

IT 276,909 276,909 276,174 100.00% 99.73% 99.73% 

CZ 100,055 100,055 99,612 100.00% 99.56% 99.56% 

DE 1,555,924 1,555,924 1,523,587 100.00% 97.92% 97.92% 

IE 152,661 152,661 128,420 100.00% 84.12% 84.12% 

UK 2,142,942 2,142,942 1,325,548 100.00% 61.86% 61.86% 

 
 
 
 
Industry (Standard taxonomy: NACE starting from level 2) 

 
(A) # of Vacancies (B) Non-null Records (C) Matched Records % (B)/(A) % (C)/(A) % (C)/(B) 

IT 276,909 264,709 239,876 95.59% 86.63% 90.62% 

CZ 100,055 99,251 97,768 99.20% 97.71% 98.51% 

DE 1,555,924 769,703 574,695 49.47% 36.94% 74.66% 

IE 152,661 152,661 131,420 100.00% 86.09% 86.09% 

UK 2,142,942 1,664,102 1,582,023 77.66% 73.82% 95.07% 

 
Contract (custom taxonomy) 

 
(A) # of Vacancies (B) Non-null Records (C) Matched Records % (B)/(A) % (C)/(A) % (C)/(B) 

IT 276,909 273,808 184,279 98.88% 66.55% 67.30% 

CZ 100,055 99,859 27 99.80% 0.03% 0.03% 

DE 1,555,924 1,181,811 685,641 75.96% 44.07% 58.02% 

IE 152,661 152,661 132,596 100.00% 86.86% 86.86% 

UK 2,142,942 2,134,218 1,644,582 99.59% 76.74% 77.06% 

 
Working hours (custom taxonomy) 

 
(A) # of Vacancies (B) Non-null Records (C) Matched Records % (B)/(A) % (C)/(A) % (C)/(B) 

IT 276,909 276,473 265,073 99.84% 95.73% 95.88% 

CZ 100,055 100,031 100,020 99.98% 99.97% 99.99% 

DE 1,555,924 1,181,721 993,629 75.95% 63.86% 84.08% 

IE 152,661 152,661 129,412 100.00% 84.77% 84.77% 

UK 2,142,942 1,554,267 1,125,167 72.53% 52.51% 72.39% 

 
Education (ISCED taxonomy) 

 
(A) # of Vacancies (B) Non-null Records (C) Matched Records % (B)/(A) % (C)/(A) % (C)/(B) 

IT 276,909 250,650 236,146 90.52% 85.28% 94.21% 

CZ 100,055 96,753 96,753 96.70% 96.70% 100.00% 

DE 1,555,924 1,302,637 609,487 83.72% 39.17% 46.79% 

IE 152,661 20,342 - 13.32% 0.00% 0.00% 

UK 2,142,942 79,839 79,839 3.73% 3.73% 100.00% 
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(Years of) Experience (no taxonomy) 

 
(A) # of Vacancies (B) Non-null Records % (B)/(A) 

IT 276,909 173,114 62.52% 

CZ 100,055 - 0.00% 

DE 186,023 15,061 8.10% 

IE 152,661 20,342 13.32% 

UK 2,142,942 - 0.00% 

 
Salary (no taxonomy) 

 
(A) # of Vacancies (B) Non-null Records % (B)/(A) 

IT 276,909 1,458 0.53% 

CZ 100,055 365 0.36% 

DE 186,023 24,443 13.14% 

IE 152,661 152,661 100.00% 

UK 2,142,942 2,042,074 95.29% 

 

 
Deduplication: identifies duplicated records coming from the same source or from different 
sources. A record is considered a duplicate according to the criteria described in Section 3. 
 

  (A) # of Downl. Vacancies (B) # of Vacancies after deduplication % (B) / (A) 

IT 276,909 137,291 49.58% 

CZ 100,055 91,393 91.34% 

DE 1,555,924 945,525 60.77% 

IE 152,661 76,033 49.81% 

UK 2,142,942 1,730,304 80.74% 

Total 4,228,491 2,980,546 70.49% 
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9 OUTPUT STRUCTURE AND USE 

The process described in the previous sections delivers as output the data structured along several 
dimensions. In detail the variables that have been identified with the associated hierarchies are the 
following. 

 Occupation. ISCO classification up to level 4 

 Territorial units: Up to Nuts 3 

 Sector of economic activity. NACE classification up to level 2 

 Type of contract: permanent vs temporary 

 Working hours: part time vs full time 

 Skill (ESCO classification plus additional skills category) 

 

9.1 Measuring vacancies on web portals  

Vacancies are a crucial indicator in labour market analysis, used by the European Central Bank and 
by the European Commission as a measure of labour market tightness and as business cycle 
indicator. In addition the job vacancy rate provides a measure of the unmet demand for labour and 
of potential mismatches between the demand and supply of skills. Vacancies are a flow measure as 
opposed to stock measures such as the level of employment or unemployment. 
 
Technically a job vacancy is defined as a paid post that is newly created, unoccupied, or about to 
become vacant. For such job the employer is taking active steps and is prepared to take further 
steps to find a suitable candidate from outside the enterprise concerned (thus internal vacancies 
are not considered), either immediately or within a specified period of time. Vacancies are generally 
measured by statistical agencies through specific surveys conducted at enterprise level. 
 
Web vacancies measure a similar concept though not identical. There are in fact several differences 
between the standard vacancies measured by labour market statistics and web vacancies.  
 

 Firstly, web vacancies measure only actual actions implemented (i.e. only posted vacancies) 
and do not consider vacancies which are about to be posted by firms. 

 Secondly, standard measures of vacancies are computed on a specific date (i.e. end of the 
month or day 15) but they refer to a somewhat wider and unspecified period (surveys ask 
about vacancies currently open or about to be opened). Web vacancies refer to all vacancies 
that are posted up to a specific date. Therefore web vacancies display a cumulative measure 
of vacancies in a given period which does not necessarily correspond to the actual flow of 
vacancies, albeit estimating the average duration of a vacancy when posted on the web it is 
possible to get a close approximation to the true flow. 

 Thirdly, standard measures of vacancies are designed to capture a representative sample of 
the labour market Contrary to this web vacancies are not designed to be representative 
(more on this below) and are likely to over-represent certain sectors as opposed to others. 

In view of these differences it is important to develop indicators that maximize comparability across 
different sources. On this respect the quality assessment of the information contained on web 
sources is crucial. As discussed in Section 6 a critical parameter that has to be considered in 
assessing the data quality is the identification of the expiry date of the posted vacancy. This 
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information allows us to define the average duration of vacancies which is necessary to construct a 
flow measure comparable to the standard definition adopted by statistical offices. In the data used 
in this preliminary experiment the average duration of a vacancy is approximately one month 
(39.25 days). 
 
Therefore by taking a specific date and considering all the vacancies currently active we obtain a 
measure of flow of vacancies that can be used for comparison with other vacancy measures.  
This is important in the light of the issue of representativeness discussed below. To the extent the 
indicators extracted from the web are comparable with standard and representative indicators it is 
possible to design mechanisms that correct possible biases arising in web based data. 
 

9.2 Representativeness 

The representativeness of the sample of vacancies posted on the web is clearly an issue. Despite 
the fact that the web has been growing as a relevant channel for posting vacancies and looking for 
jobs it still represents only a fraction of the labour market and it is important to understand the 
critical factors in the use of such data. 
 
In an ideal world the web would be the primary channel for posting and looking for jobs for all 
occupations and sectors. In such a case analyzing web vacancies would provide an unbiased and 
representative picture of labour market flows. In reality there are several sectors which are over-
represented in web portals while others are entirely absent. Analogously there are specific 
occupations for which the web if the preferred channel (e.g. ICT occupations) while for others is 
rarely used (e.g. doctors). In some countries (such as Italy in our sample) there is a large digital 
divide that excludes some regions from a proper access to the web due to the lack of adequate 
infrastructure. Therefore web based data suffers from the limitation of not being entirely 
representative of the true underlying population. There are however several factors that can 
mitigate this problem.  
 
The first factor is time: over the last years the number of vacancies posted on specialized and 
general portals has increased exponentially reflecting a more and more widespread use of the web 
as a relevant source for posting job offers. We expect this trend to continue and that in few years 
the vast majority of vacancies will be posted on the web. Analogously most European countries are 
implementing large infrastructural investment aimed at widening broadband access, allowing most 
individuals and firms to use web tools for searching for jobs or posting them. 
 
The second factor is the design of mechanisms (for instance weighting schemes) that can correct 
the representativeness problem. This can be done by comparing data of vacancies extracted from 
the web with official data on labour market. We consider to be particularly meaningful, a 
comparison with three sources of data: 

 Vacancy surveys. As discussed above vacancy surveys measure current (or about to 
become) vacant positions for which the employer is taking active steps to find suitable 
candidates. 

 Surveys on occupational needs. Several European countries conduct regular surveys aimed 
at assessing the current and future enterprises’ occupational needs. This data is similar in 
spirit to that one of vacancy surveys albeit with a stronger forecasting perspective. 
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 Analysis of current and future skill and occupational needs. Some European countries 
conduct exercises similar in spirit to Cedefop’s skill forecasts. These exercises provide 
detailed measures of future (short and long run) demand for occupations.  

 
All the sources above provide measures of vacancies or short run needs that can be potentially 
compared with indicators constructed from web data. The use of these comparative indicators 
could provide precious information for designing appropriate weighting or correcting schemes for 
improving web data representativeness. 
 

9.3 Example: comparison with Eurostat data 

The following is an example of how to construct a vacancy indicator from web advertisements. We 
have considered for comparative purposes the vacancies published by Eurostat that refer to the 
third quarter of 2015. Data refer to vacancies unadjusted for seasonal adjustment, Italy does not 
release data on the number of vacancies but only on the vacancy rate which is unsuitable for 
comparison, therefore the analysis is conducted only for the other four countries. 
 
In order to obtain values which are comparable to the variables presented by Eurostat we have 
estimated the expiry date of the downloaded vacancies, we have computed the number of 
vacancies which were open the last day of each month of the quarter and then averaged over the 
three months. The methodology is analogous to the one used by Eurostat’s vacancy survey. 
 
The table below reports the comparison between the different figures for the relevant sectors. 
Although the prototype selects only a limited number of websites, the number of vacancies posted 
is extremely relevant and represents a large fraction of the vacancies that are recorded by the 
official statistics both overall and for specific sectors. Exceptions are the UK where the ratio is 
approximately 6% and Ireland where in some sectors web vacancies are estimated to be more 
numerous than official vacancies (a possible explanation in this case is the small sample size in 
some cells). 
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CZ DE IE UK CZ DE IE UK CZ DE IE UK

Accommodation*and*food*

service*activities** 10714 17621 1294 1052 6086 73576 1200 86000 176.04 23.95 107.83 1.22

Administrative*and*support*

service*activities** 3777 51608 2461 6232 15615 167323 1100 50000 24.19 30.84 223.73 12.46

Agricolture,*forestry*and*

fishing** 834 997 23 3431 7409 24.31 13.46

Arts,*entertainment*and*

recreation** 518 394 45 125 802 8256 15000 64.59 4.77 0.83

Construction** 3637 89182 433 1449 8203 65604 500 24000 44.34 135.94 86.60 6.04

Education** 1073 7 92 1600 1817 33079 800 47000 59.05 0.02 11.50 3.40

Electricity,*gas,*steam* 13 5900 310 210 2021 5000 6.19 291.93 6.20

Financial*and*insurance*

activities** 2757 2305 3806 2233 1537 17134 36000 179.38 13.45 6.20

Human*health*and*social*work*

activities** 2011 11859 1124 3052 3341 121211 2300 124000 60.19 9.78 48.87 2.46

Information*and*

communication** 1208 9330 2318 4298 1790 38704 1800 37000 67.49 24.11 128.78 11.62

Manufacturing** 16995 9726 1750 5560 27796 92188 51000 61.14 10.55 10.90

Other*service*activities** 1 77 1241 1781 23544 14000 0.00 8.86

Professional,*scientific*and*

technical*activities** 240 32697 1831 4212 4721 63479 1800 68000 5.08 51.51 101.72 6.19

Public*administration*and*

defence 32 66 310 1801 23066 1000 14000 0.14 6.60 2.21

Real*estate*activities** 1 82 438 1502 2469 3219 15000 0.04 2.55 10.01

Transportation*and*storage** 4809 49648 258 2278 7041 51163 200 31000 68.30 97.04 129.00 7.35

Water*supply;*sewerage,*waste* 1 34 849 3056 3000 0.12 1.13

Wholesale*and*retail*trade 5110 24571 1849 8619 12716 85371 1900 140000 40.19 28.78 97.32 6.16

Total 55710 414147 17907 52382 102006 879403 12600 760000 54.61 47.09 142.12 6.89

Prototype Eurostat Ratio*of*Prototype*to*Eurostat
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9.4 Comparison with other measures 

The example above shows how data on web vacancies can be used to construct measures 
comparable with others available at international level. It also reveals the value added that web 
data contributes when compared or combined with existing sources. Below we explore this in 
greater detail: 
 

9.4.1 Web vs vacancy survey 

As shown by the example above, web based data can be used for constructing indicators 
comparable with vacancy data. The additional value added of web data is that it contains 
information about occupations and skills while vacancy data refers to the number of posted 
vacancies in a given sector without further detail.  
 

9.4.2 Web vs skill/occupation surveys 

The type of information contained in web advertisement is similar in spirit with that one derived 
from web surveys. The value added of the latter is that they provide timely labour market indicators 
akin to those constructed with vacancy data. Moreover, the data driven approach allows the early 
detection of emerging skill needs in certain occupations and sectors.  
 

9.4.3 Web vs administrative data 

Administrative data are a source of information that has been growing in importance and use over 
the recent years. As public information systems become more efficient and integrated 
administrative data about hiring and firing will become available on a regular basis. In this respect 
administrative data can provide timely information about occupations and the sector of economic 
activity but they do not provide any information about skills 
 

9.4.4 General comparison. 

Overall with respect to all the alternative sources of information available about the labour market 
web based data have certain advantages that constitute a clear value added. 
 

 The data driven approach makes available a richer set of information with respect to that of 
alternative sources which is necessarily pre-defined.  

 Once stored, the raw source of the information is always accessible, therefore new 
measures can be reconstructed on past data. This is impossible to do with other data set 
where the type of information is defined ex ante and any change would apply only to new 
data. 

 Generally web based data is cheaper to collect and to process: after the initial set up cost 
both the maintenance and implementation cost are smaller than most of the alternative 
instruments available, in particular when compared to the amount of information 
processed. 
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10 CONCLUSIONS 

This study has shown that the development of a prototype for real time analysis of the labour 
market and skills is feasible. The project has delivered a working prototype able to analyse web 
vacancies in five different countries and to extract information about occupations and skills. 
 
Feasibility of the scraping process 
The scraping process is feasible not only technically, provided that web sources comply with the 
requirements set out in section 2, but also legally and ethically. There are no formal legal 
impediments that prevent the downloading of the data. Moreover the agreements that the 
research team has struck with the vast majority of web portals denote a general collaborative 
approach that constitutes a useful base above which future developments can be built. 
 
Feasibility of the data model 
As described in sections 4-7 a structured and efficient data model can be implemented and 
developed in a multi-language framework. The model has been developed with the use of open 
source tools as required by the tender. 
 
Feasibility of the data analysis 
The use of a machine learning algorithm allowed us to perform efficient data analysis in a multi-
language setting. The classification of occupations has been extremely efficient reaching degrees of 
accuracy higher than the available standards. Information contained in web advertisements has 
been classified according to the standard classifications (ISCO, NACE, NUTS). Skills have been 
classified according to the ESCO taxonomy leaving a large amount of additional information for 
further analysis.  
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12 COUNTRY REPORTS 

This section presents country reports written by national experts that describe the data used. The 
reports are contained in annexes attached to the report. The data used in the analysis contains only 
vacancies that have been posted from June to September 2015. Therefore vacancies already 
present in websites at the beginning of the scraping activity (June 2015) were analysed and 
processed during all the phases of the data model (described in previous sections of this report) but 
were not considered as part of the final output for data analysis as for them the absence of the 
date of the first posting prevents the estimation of the duration of the vacancy. 
 

COUNTRY REPORT GERMANY (ANNEX) 

COUNTRY REPORT CZECH REPUBLIC (ANNEX) 

COUNTRY REPORT UNITED KINGDOM (ANNEX) 

COUNTRY REPORT IRELAND (ANNEX) 

COUNTRY REPORT ITALY (ANNEX) 

 
 
 


