
Business website identification using registry information 

 

1. Introduction 

The UK business register – the Inter-Departmental Business Register (IDBR) - does not currently 

contain any information on business websites. Populating the IDBR with business websites would be 

useful operationally and would increase scope for utilising web-scraped data from business websites 

to inform economic statistics – for example, utilising web-scraped data to predict whether a business 

is engaged in e-commerce. However, the ONS does not currently have access to any administrative 

data containing details of business websites. 

When any individual or organisation registers to hold a domain name, the name and address of that 

individual or organisation must be provided to a registrar. This name and address information is then 

usually made publically available and can be accessed via a ‘whois’ lookup. This document details 

investigations into using these ‘whois’ data to populate business website information on the IDBR. 

The stages to the research were –  

a) Take a sample of companies from the ONS e-commerce survey 

b) Obtain a list of candidate websites for each company via a query to the Bing API 

c) For each candidate website, utilise a whois lookup to obtain the registrant’s address 

information 

d) Match responses to whois lookup to address information held on the business register to 

identify websites 

 

 

2. Methods 

 

a) Identify sample of companies 

The ONS e-commerce survey includes questions on whether a company has a website and whether 

the company is engaged in e-commerce via that website. Unfortunately, the website URL is not 

captured by the survey, meaning there is no robust validation data available for any automated 

website identification method.  

In order to carry out some limited validation, we included in this study a sample of business who 

reported in the survey that they do not have a website. Assuming the measurement error in the 

survey is fairly minimal, any website identified for these businesses should be a false positive. 

We utilised a stratified sub-sample from the 2015 e-commerce survey based on the survey 

responses. We selected -  

 100 businesses without a website 

 100 businesses with a website  who did not conduct e-commerce 

 100 businesses with a website who did conduct e-commerce 



API queries cannot currently be carried out on the ONS network, meaning data collection needed to 

take place in a non-secure off-network environment. We achieved this by matching the sample data 

to open companies house data and porting only the open data out of the network environment. This 

companies house data, which includes name and address, was then used as a proxy for business 

register data. 

 

b) Obtain a list of candidate domains for each company via a query to the bing API 

The Bing API was queried with the company name only, and the first 10 returned URLs stored as 

candidate domains. 

 

c) Utilise a whois lookup to obtain the registrant’s address information for candidate 

domains 

Domains can be broadly categorised into generic top-level domains – ‘gTLDs’ – such as .com, .net 

and .org, and country-code top-level domains – ‘ccTLDs’ – such as .co.uk. 

Our primary source for registrant data for gTLDs was an ICANN-whois lookup accessed via the 

pywhois Python module. The ICANN-whois API was queried for all 10 URLs obtained from the bing 

API. 

The relevant registrar for the .co.uk ccTLDs is Nominet, who do not offer an API. We therefore had to 

manually query the nominet web application, and due to resource constraints this had to be limited 

to the first .co.uk URL obtained by the bing API only. 

 

d) Match responses to whois lookup to business information to identify websites 

Both the nominet whois lookup and the ICANN whois lookup return a variety of information 

including full postal address, name of registrant, and, in some cases, a company registration number. 

A whois lookup was deemed to match the business register data if the company postcode matched 

exactly or the company registration matched exactly. 

 

 

 

 

 

 

 



3. Results 

The table below shows the percentage of sampled businesses which were successfully matched to a 

website, broken down by the ecommerce survey response. 

% matched to website by ecommerce survey response 

Ecommerce survey response % matched to website 

No website 4% 

Has website 37% 

   with online ordering facility 47% 

   without online ordering facility 33% 
 

37% of the businesses who responded to the ecommerce survey that they have a website were 

successfully matched to a website. It is important to note that this is not a random sample of all 

business websites – it appears that this website identification website may identify more businesses 

websites which have an online ordering facility than those without an online ordering facility. It is 

also worth noting that this estimate of 37% is based on a sample of only 200 websites, and the 95% 

confidence interval is 30%-44%. 

4% of the businesses who responded to the ecommerce survey that they did not have a website 

were also matched to a website. Interestingly, on manual inspection, these websites appear to be 

genuinely linked to the business in question, which may indicate some degree of under-reporting in 

the survey. 

However, these results were only obtained via manually running .co.uk domains through the 

nominet web application, which is not feasible on a large scale. The table below equivalent results, 

but utilising the ICANN API only (leaving all .co.uk websites unmatched). Only approximately 15% of 

businesses can be matched to websites automatically using this method. 

% matched to website by ecommerce survey response, ICANN API only 

Ecommerce survey response % matched to website 

No website 3% 

Has website 15% 

   with online ordering facility 16% 

   without online ordering facility 15% 
 

 

 

 

 

 



4. Conclusion and extensions to work 

Utilising registry information for the top search responses and performing a very simple exact match 

with information on the business register can provide a website for about 37% of businesses. 

However, whois information for .co.uk TLDs must be queried manually due to a lack of an API for 

nominet data. The proportion of businesses which can be matched automatically without manual 

querying is only 15%. Working with nominet to obtain their data would allow the automatic 

matching of UK domain names, and would probably result in a match rate higher than 37% as this 

investigation was limited to the first .co.uk URL returned by the bing API. 

It is almost certainly possible to improve on these match rates by utilising more sophisticated 

matching methods – for example, fuzzy matching on postcode and name of registrant. Visual 

inspection suggests that a number of businesses have websites registered at a different address in 

the same town or city to their business register address. In these cases, the registered address may 

correspond to a personal address or to the address of a web development company.  

However, refinements to matching methods or obtaining nominet data are unlikely to offer a 

substantial enough improvement to make matching using domain name alone sufficiently precise for 

most use cases. Further research should initially focus on utilising other sources of data in addition 

to registration information. 

A key issue with any further work will be the lack of a training set of matched businesses and 

websites, which makes testing of more complex methods challenging. Building or obtaining such a 

test set should be a priority. 


