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Reference Use case  

X 1) URL Inventory of enterprises  2) E-commerce from enterprises’ websites  

    

 3) Job advertisements on enterprises’ websites  4) Social media presence on enterprises’ web pages 

 

Synthesis of pilot objectives  

At the stage of carrying out the work, the UK could not scrape data from websites without first checking the 

Terms and Conditions. We therefore focused on a different priority to other countries – instead of using 

scraped information, we investigated using registry information to identify business websites. 

When any individual or organisation registers to hold a domain name, the name and address of that 

individual or organisation must be provided to a registrar. This name and address information is then 

usually made publically available and can be accessed via a ‘whois’ lookup. We investigated the use of this 

registry information in identifying business websites. We used manually-identified websites and the UK ICT 

survey to form training and test sets. 

 

Pilot details 

       

 



General description of the flow on the logical architecture 

We use the enterprise names with Bing Search API to obtain sets of up to 10 suggested URLs for each 

business, and save this to a CSV file. We then utilize a Python script to obtain registry information for each 

returned URL and again save to CSV, and finally  perform linking, matching and analysis.                                                                                                                                                                                                                                                                                          

Functional description of each block  

Companies sample 

We utilised a stratified sub-sample from the 2015 e-commerce survey based on the survey responses. We 

selected -  

 100 businesses without a website 

 100 businesses with a website  who did not conduct e-commerce 

 100 businesses with a website who did conduct e-commerce 

For each business, a website was manually identified. 

Query Bing API 

The Bing API was queried with the company name only, and the first 10 returned URLs stored as candidate 

domains. 

Utilise a whois lookup to obtain the registrant’s address information for candidate domains 

Domains can be broadly categorised into generic top-level domains – ‘gTLDs’ – such as .com, .net and .org, 

and country-code top-level domains – ‘ccTLDs’ – such as .co.uk. 

Our primary source for registrant data for gTLDs was an ICANN-whois lookup accessed via the pywhois 

Python module. The ICANN-whois API was queried for all 10 URLs obtained from the bing API. The relevant 

registrar for the .co.uk ccTLDs is Nominet, who do not offer an API. We therefore had to manually query the 

nominet web application, and due to resource constraints this had to be limited to the first .co.uk URL 

obtained by the bing API only. 

Data processing and analysis 

Both the nominet whois lookup and the ICANN whois lookup return a variety of information including full 

postal address, name of registrant, and, in some cases, a company registration number. A whois lookup was 

deemed to match the business register data if the company postcode matched exactly or the company 

registration matched exactly. 

Description of the technological choices  

 We utilized the Bing API as this was easiest to set up, and offers a sufficiently high free quota (up to 
1,000 queries per month for free for a limited period). The Google API appears to be ‘depreciated’. 

 Most of the programming was done in Python due to convenience and in-house expertise 

 We utilized py-whois API as it is the only available Python package 

 The data-sets were small-scale flat files and so could be held as CSV 

 
 



Concluding remarks 

Lessons learned 

 Methodology: Utilising registry information for the top search responses and performing a very 
simple exact match with information on the business register can provide a website for about 37% 
of businesses. This is insufficient by itself but may be useful when combined with other methods. 
 

 It is important to consider bias in any website identification method. We found it considerably 
easier to find websites which conduct ecommerce (47% found) than to find websites which did not 
conduct e-commerce (33% found) 
 

 IT: One challenge with this work is that we could not query APIs on the ONS network, and had to 
work entirely off-network with anonymised data. We are working with IT colleagues to resolve this. 

 

Open issues 

This was a very small-scale pilot, and as such the results are limited. In order to run on a larger scale we 

need to build a larger training set. 


