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Reference Use case  

 1) URL Inventory of enterprises  2) E-commerce from enterprises’ websites  

    

x 3) Job advertisements on enterprises’ websites  4) Social media presence on enterprises’ web pages 

 

Synthesis of pilot objectives  

In order to identify job advertisements on enterprises’ websites, we explored a small sample of urls. 

However with the restrictions of the legal situation at Stat Sweden, we could only test on a small sample of 

urls taken from the Swedish Employment Agency. The url sample covers only the public sector. The main 

objective is to gain experience before experimenting on a large scale.   

 

Pilot details 

       

General description of the flow on the logical architecture 

Three modules are used in the pilot test, SCBScraper, SoupCleaner and Classifier. SCBScraper is used to 

retrieve the web content with a given url following the netiquette. The SoupCleaner cleans the html text 



retrieved; it then extracts and prepares the information needed for the Classifier and the SCBScraper. The 

Determinator(Classifier) was developed in a previous project1. It was trained with job advertisements text 

and non-ads webpages to determine if a webpage describes a job advertisement or not. The classifiers 

were fitted by Gaussian Naïve Bayes, Decision tree and Multilayer perceptron.  

The pilot test was done on 100 urls of enterprises in the public sector. 21 urls contain errors and therefore 

were not accessible.  

Of those urls that are accessible, the first pages of the urls are extracted. The links on the first webpages 

are extracted and analyzed. Links that contain either of the two words “jobb” or “arbeta” are considered 

potential links to the job advertisement. The scraper then retrieves the content from these potential links 

and the content is cleaned and prepared for the classifier. We prepared two corpuses from the websites 

scraped, one with all the text and one without the link text. The corpuses are sent to classifiers for 

classification. The result of the classification is saved for manually evaluation. 

Functional description of each block  

SCBScraper: this module retrieves html text by a given url. It makes sure the retrieving follows the 

netiquette. The netiquette includes checking if ‘robot.txt’ exists and follows the rules stated there; telling 

who is scraping the website; idling between the scraping. It fixes some errors of urls. It checks as well if a 

link follows a certain pattern and retrieves the link website if it does.  

SoupCleaner: this module works on the web content retrieved. It extracts links from a website. It retrieves 

values of attributes in html text e.g., the ‘labels’ and the link-address (‘href’). It can save the html text 

without links. It calls the function “bag-of-words” and transforms the html text into a bag of words for text 

classification. 

Determinator (Classifier): this module loads the training data and trains the classifiers with Gaussian Naïve 

Bayes, Decision tree and Multilayer perceptron. It saves the classifiers that can be called for classifying on 

new data.  

Description of the technological choices  

The pilot is carried out at SCB inlab, which is an open environment separated from the ordinary SCB 

environment. The modules are developed in Python. Packages used are urlibs3, urlib, BeautifulSoup, 

sklearn, tensorflow, pandas and other standard packages. 

 

Concluding remarks 

The pattern analysis on the links from the first url page returned the job relevant links. Since it is designed 

as a pattern search, it is easy to adapt to new patterns.  

The classifier although returned correct answers, the result cannot be used for evaluation the method. 

Since we scraped only two-levels along the links from the first urls given, the pages are mostly non-job 

advertisements. However experiences are gained and lessons learned are valuable. It is highly possible to 

identify job advertisements from the websites. 

                                                           
1
 http://www1.unece.org/stat/platform/display/bigdata/Report%3A+Enterprise+Web+sites 



Lessons learned 

 Method: 1) The classifiers return many false positive results on several kinds of pages, 
e.g. pages  that describe the enterprise as employer; pages describing the work 
conditions  and about projects. Even internal job lists are classified as job 
 advertisements. These pages are related closely to the advertisements, which 
 might need to be categorized separately; 

2) The test was done on two corpus of text, one with the links’ text and one without the 
 link’s text. It is important to remove the irrelevant text such as the menu and 
 framework of the website and extract only the relevant text for text classification. In 
 our test the few job advertisements are identified correctly by the text without links’ 
 text and failed on the text with the links’ text; 
3) We should go deeper along the potential job links and retrieve more pages for 
 analysis. The assumption is that if enterprises publish job ads on their websites,  they 
can be retrieved if we go to the end of the links; 
4) De-duplicating the pages is needed since the same pages are retrieved from different 
 links;  
5) We do not see advantages and disadvantages of one classifier to another; we can test 
 several more, e.g. support vector space, and combining the results to see if it improves 
 the result.    

  

 Legal: it is a good start with the analysis on the sample of websites from the public 
sector and the web scraping netiquette. If we are to continue with a larger sample, the 
legal situation needs first to be clarified. An alternative approach (tested in work 
package 1) is to seek cooperation with main job portals, as we then are able to obtain 
data without web scraping.   

 


