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Pilot identification  

1 NL 1 

Reference Use case  

X 1) URL Inventory of enterprises  2) E-commerce from enterprises’ websites  

    

 3) Job advertisements on enterprises’ websites  4) Social media presence on enterprises’ web pages 

 

Synthesis of pilot objectives  

Instead of using the ICT survey for identifying the population, in this project Statistics Netherlands used the 

business register (BR) for it’s URL inventory. The Dutch business register contains about 1.5 Million 

enterprises of which roughly 1/3 has a URL administered. Nothing was known about the quality of the URL 

field beforehand. 

We took a random sample of 1000 enterprises with URL from the BR and collected information from the 

web using searching and scraping. 70 % of the results were used to train a model to predict the correctnes 

of a found URL. The remaining 30 % of the results were used to validate the model. We did this in two 

iterations: first on a sample from the BR without any restriction on the number of employees. Second, we 

repeated the pilot on a sample of the BR with the restriction that the enterprise must have 10 or more 

employees. This approach was taken to be in line with the other countries involved in the project which all 

took a sample of entrprises with more than 10 employees. Within the two iterations, the search strategy, 

the software and the model was refined. Below, we report on the second iteration only. 

Pilot details 

 



General description of the flow on the logical architecture 

The URL searcher sonsists of using the Google search API with 5 distinct search queries. These search 

queries were composed of different combinations of the enterprise name, address details and the word 

‘contact’. The search results, especially the “snippets” (short descriptive texts) and some additional 

scraping results were stored in a searchable ElasticSearch database. Feature extraction, calculating scores, 

tokenization, removing stop words were done with the Nodejs packages Natural and the ElasticSearch 

functionality. In the analysis phase a classifier was trained and validated using Scikit-learn. 

Functional description of each block  

S4SGoogleSearch: nodejs package created by Statistics Netherlands to conveniently use the Google search 

engine API to automatically fire search requests from a program. To use it one needs a Google API key. 

More information can be found on https://github.com/SNSStatComp/S4SGoogleSearch  

S4SRoboto: nodejs package forked from the original package “roboto” created by jculvey. The original 

package has a flexible architecture, native support for various backend storage, automatic link extraction, 

and respects the robots exclusion protocol, nofollow, noindex etc. Statistics Netherlands added some 

features to this package. More information can be found on https://github.com/SNSStatComp/S4SRoboto 

ElasticSearch: An open source distributed, search and analytics engine. More info on 

https://www.elastic.co  

Natural: a general natural language facility for nodejs. It supports tokenizing, stemming, classification, 

phonetics, tf-idf, WordNet, string similarity etc. More info on https://github.com/NaturalNode/natural  

Scikit-learn: an open source machine learning library in Python. More info on http://scikit-learn.org 

Description of the technological choices  

Over the past few years Statistics Netherlands gained a lot of experience scraping the web for statistics, 

especially in the area of price statistics. Having used Python, R and some dedicated tools for this tasks, now 

the majority of scraping is performed using Nodejs (JavaScript on the server). The main reason for this was 

that it integrates well with the language spoken on web pages itself: JavaScript. In this ESSnet Statistics 

Netherlands chose to adhere to this choice, while aligning as much as possible to the methodologies used 

collectively by the project partners. As described above this resulted in the use of two S4S (search for 

Statistics) packages, which are readily available on the github of the Dutch SNS StatComp statistical 

computer science group (SNSStatComp). 

For machine learning the situation is different. In this case it is much more important to choose a powerful 

machine learning library, which in our feeling can be found in the Python module scikit-learn.  

The (paid) Google API was chosen because Google is the number one search engine used on the web in the 

Netherlands and because Statistics Netherlands used this Google API in many other projects.  

Concluding remarks 

Lessons learned 

 Methodology: Even machine learning cannot turn garbage data into gold. It all depends on having a 
sound training set and this is sometimes a big problem. We found out that the tuning of the URL 

https://github.com/SNSStatComp/S4SGoogleSearch
https://github.com/SNSStatComp/S4SRoboto
https://www.elastic.co/
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http://scikit-learn.org/


searcher is essential  to create a valida training set for the machine learning part thereafter. Other 
improvements on this might be worth further exploring. 

 IT: Web technologies and tools change frequently . Our experience is to take whatever is useful to 
do the job at hand and not to try to find the best tool for a longer period of time. 

 Legal: the use of the paid Google API has no legal implications. Scraping of websites was done with 
the Roboto package which fully respects the robot exclusion protocol and nofollows. The data was 
used for this experiment only. 

 

Open issues 

In this pilot we did not apply the model to the full BR yet. 


