
ESSnet Big Data WP2: Webscraping Enterprise Characteristics 
Methodological note - Test Statistic Produced:   Yes 

The ESSnet BD WP2 performs joint web scraping experiments following in multiple countries, using as much as 

possible the same methodological concepts. The aim is to derive experimental statistics on enterprises from 

information found on the web, especially the websites of enterprises. It should be noted that these statistics 

have not reached maturity in terms of harmonisation, coverage or methodology. At this point they are to be 

treated as the output of research experiments and they do not necessarily align with the official statistics 

published on this subject. 

Use case: E-commerce 

Country: UK 

Date: 2018-04-04 

Data sources 
Online Registers, Enterprise Websites, ICT survey (called the ‘E-commerce Survey’ in the UK) 

Population 
The enterprises as defined by the ICT survey (called the ‘E-commerce Survey’ in the UK) (>10 persons, 

limited NACE) 

Methodology 
1. Extraction of a set of companies in the reference population with known websites and 

ecommerce status 

 

2. Scrape website for each company and store the scraped text (note – all scraping carried out 

according to ONS web-scraping policy) 

 

3. Extract features from the scraped text based on different text representation models: 

a. TF-IDF (term frequency – inverse document frequency) 

b. Doc2Vec 

c. ‘Engineered features’ – the presence/non-presence of certain e-commerce related 

terms 

 

4. For each text representation model, train three different machine learning classifiers to 

predict whether the website is engaged in e-commerce: 

a. Support Vector Classifier (SVC) with polynomial kernel 

b. Naïve Bayes 

c. Random Forests 

 

5. Evaluate the performance of different text representation models and classifiers 

 

6. Compare to estimates from deterministic methods; searching for e-commerce 

keywords/terms or technologies on a website 

https://www.ons.gov.uk/aboutus/transparencyandgovernance/onsdatapolicies/howwecollectdata/webscrapingpolicy


Results 

Estimating e-commerce engagement using classifiers 

The table below summarises the performance of each text representation model/classifier 

combination: 

Text Representation Model Classifier Accuracy 

TF-IDF Naive Bayes 65 % 

TF-IDF SVC (polynomial) 71 % ALL FALSE 

TF-IDF Random Forest 75 % (Out-Of-Bag) 

Engineered Features Naive Bayes 72 % 

Engineered Features SVC (polynomial) 70 % ALL FALSE 

Engineered Features Random Forest 79 % (Out-Of-Bag) 

Doc2Vec Naive Bayes 70 % 

Doc2Vec SVC (polynomial) 74 % 

Doc2Vec Random Forest 72 % 

 

The confusion matrix below can be used to evaluate the performance of the best performing 

model/classifier combination (engineered features & random forests) -  

 

 Precision Recall  F1-score N. Observations 

No web sales 0.80 0.94 0.86 777 

Does web sales 0.74 0.43 0.54 323 

Avg/total 0.78 0.79 0.77 1100 

 

The classifier has relatively low precision, many websites identified as doing e-commerce websites 

are in fact non-e-commerce, and very low recall, many e-commerce enterprises are not identified as 

such by the classifier.  The classifier would determine that 21 % of enterprises are engaged in e-

commerce. 



Examining the website data itself, it appears there is a representativeness problem.  With large 

(especially international) enterprises that own multiple domains, the website retrieved by the URL 

retrieval process may not be the one through which an enterprise conducts e-commerce.  On the 

other hand, a number of smaller enterprises appear to have simply answered the original survey 

incorrectly.  The classifiers also suffer for being trained on a relatively small dataset.  1100 is not a 

large sample size for NLP-type problems.  This probably accounts for the higher performance of 

classifiers using engineered features, which fundamentally include words that are also included in 

the language (BOW-type) text representations. 

 

Estimating e-commerce engagement using website features 

An estimate of websites that engage in ecommerce is created by searching human readable text and 

underlying html code for keywords related to web-sales or supporting technologies (eg; “visa” and 

“mastercard”, or “woocommerce” – a company that makes shopping websites for other enterprises).  

Using a comprehensive list of words that are only present if web-sales are being made produces an 

estimate of 30 % of enterprise websites making web sales.  Note this figure is not adjusted for bias in 

retrievals or enterprise category/size.  The survey yields a naïve, unweighted estimate of 21% of 

enterprises making sales through e-commerce.  The figure below compares the survey answers to 

whether they engage in web sales with the prediction based upon whether diagnostic words are 

found on their website (for sample with linked enterprise and website only). 

 

 

Limitations and future work 
Our best-performing classifier has good accuracy but poor predictive performance in practice, and 

produces estimates which are quite far away from the survey estimate.  The performance would be 

significantly improved by increasing the number and quality of samples for training, manually 

constructing a set through web research is feasible if laborious for a required sample size of ~2000.  

Such a dataset would also allow for expanding the deterministic estimation method, and gauging its 

performance metrics as a classifier. 

If these methods were to be scaled up to production, the largest issue would be that e-commerce 

identification is biased with respect to company size, as with the UK URL identification use-case.  

These systematic biases would need to be accounted for by stratification and weighting of the data, 

possibly using the e-Commerce survey answers. 


