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Reference Use case  

 1) URL Inventory of enterprises  2) E-commerce from enterprises’ websites  

    

X 3) Job advertisements on enterprises’ websites  4) Social media presence on enterprises’ web pages 

 

Synthesis of pilot objectives  

Given a set of enterprises’ websites, the pilot has the objective to detect whether the websites provide or 

not job advertisements. 

Pilot details 

 

Figure 1: Pilot Details 

General description of the flow on the logical architecture 

Our input is a txt file (named seed.txt) containing the list of enterprises’ websites specified as URLs. The 

following steps are executed: 

 Seed.txt is taken as input by RootJuice together with a configuration file and a list of URLs to filter 
out. 

 RootJuice scrapes the textual content of the websites provided as input and writes the scraped 
content to a CSV file. 



 The CSV file is uploaded to Solr (via command line or via application programs). 

 Within Solr, during the loading phase, some data preparation steps are performed, namely:  
lowercasing, removal of stopwords 

 An ad-hoc Java program performs tokenization and lemmatization in two languages. 

 An ad-hoc Java program generates a Term document matrix with one word for each column and 
one enterprise for each row and containing the occurrences of the word in the set of webpages 
related to the website in the corresponding row . 

 The resulting matrix is provided as input for the analysis step. 

 The  analysis step consists in taking the subset of enterprises answering to the 2016 ICT survey and 
considering this subset as the ground truth for fitting and evaluating different models ("Support 
Vector Machines", "Random Forest",  "Logistic", "Boosting",  "Neural Net",  "Bagging", "Naive 
Bayes"). In this case the dependent variable is “Job advertisement (yes/no)” and the predictors 
have to selected in scraped text. This activities have been carried out: 

o Features selection, obtained by sequentially applying 
 Correspondence Analysis (reduction from about 50,000 terms to 1000 terms 
 Importance in generating Random Forests (from 1000 terms to 200 terms) 

o Partitioning of data in a train and test sets equally balanced 
o Model fitting on the train set and evaluation on the test set 

The evaluation has been carried out by considering different indicators, mainly accuracy and F1-
measure.  

 

Functional description of each block  

RootJuice is a custom Java application that takes as input a list of URLs and, on the basis of some 
configurable parameters, retrieves the textual content of that URLs and prints it on a file that will be loaded 
into a storage platform named Solr. 
 
Apache Solr is a NoSQL database. It parses, indexes, stores and allows searching on scraped content. 

Providing distributed search and index replication, Solr is highly scalable and, for this reason, suitable to be 

used in Big Data context. 

FirmDocTermMatrixGenerator is a custom Java application that reads all the documents (related to 

scraped enterprises' websites) contained in a specified Solr collection, extracts all the words from them and 

generates a matrix having: (i) one word for each column, (ii) one enterprise for each row and (iii) the 

number of occurrences of each word in each firm set of scraped webpages in the cells. 

Custom R Scripts 

 Freqs.R, CA_words_selection.R, select.R to perform the feature selection by applying 
Correspondence Analysis 

 randomForest.R to perform the  feature selection by applying importance in Random Forest 
generation 

 predictions.R to fit models on train dataset and evaluate them on test dataset 

 compute_estimates.R to apply fitted models to the total number of enterprises for which the 
scraping was successful, calculate estimates for different domains, and compare to sampling 
estimates 

 compute_variance_logistic.R and compute_variance_RF.R to calculate model variance for estimates 
produced by applying logistic model and RandomForest model 

 

 



Description of the technological choices  

 We developed a set of ad-hoc Java programs, including:  RootJuice and 
FirmDocTermMatrixGenerator. 

 All of the programming was done in Java and R due to in-house expertise. 

 Due to the particular domain (Big Data) we decided to use Solr that is not only a NoSQL DB but also 
an enterprise search platform usable for searching any type of data (in  this  context it was used to 
search web pages). In fact its major features include full-text search, hit highlighting, faceted 
search, dynamic clustering,  database integration, rich document handling, distributed search, 
index replication and high scalability. 

 In order to decouple the logical layers and because it is a very common and easy to manage data 
format, we often used csv files to store intermediate data. 

 When it was possible we wrapped up already existing pieces of SW (e.g. Crawler4J) 

 We used the Java library SnowballStemmer for stemming. Main reason easy multilanguage 
support. 

 We used the library TreeTagger for lemmatization. Main reason easy multilanguage support. 
 

Concluding remarks 

Lessons learned 

 Methodology: the performance of the different models used to predict values at unit level has been 
evaluated to be not yet satisfactory from the point of view of their capability to find true positives 
(though acceptable in terms of overall accuracy). For this reason, particular attention will be paid 
on the possibility to enrich and improve 

o the phase of web scraping (by  including tags and images as inputs for next steps)   
o the phase of text processing (by using Natural Language Processing techniques to consider 

not only single terms but n-grams of terms) 
o the phase of machine learning (by considering new learners derived from Deep Learning).  

 IT: we decided to decouple the scraper and the storage platform for both performance and 
sustainability reasons. Indeed, in terms of performance we experimented technical problems in 
dealing with Solr Connection pool in the loading phase right after the scraping one. In terms of 
sustainability, given that we don’t have yet an enterprise level platform for document databases in 
Istat, we decoupled from Solr, leaving open the possibility of using another similar solution (e.g. 
elastic Search). 

 Legal. We are currently working on the final version of the agreement with our National Authority 
for Privacy especially to point out the measures for protection of personal data possibly involved in 
the scraping task. 
 

 
Open issues 

 Evaluation of the scraped result “stability”: it is relevant to point out that different runs of the 
scraping system may produce different result set; it is relevant to assess the impact of these 
differences on the subsequent analysis task. 

 Degree of independence of the access and data preparation layers from analysis approaches. 
Though the two layers have been designed and developed with very general requirements in mind, 
it might be the case that not a full independence of the analysis layer from them  has been 
achieved. This could result in minor changes to be performed on the scraping and data preparation 
software applications. 


