
Session 6 – Data Quality: A quality framework for on-line job vacancy data 
 

 

1. Introduction 

 

The partnership between CEDEFOP and Eurostat (through the Big Data ESSNet) is founded 
on a common interest in using on-line job vacancy (OJV) data to support labour market 
policy within the Member States. There are clear benefits of working together to develop a 
means of collecting, processing and disseminating these data for statistical and other policy 
purposes and not to avoid duplicating effort pursuing separate solutions. 

 

There is also a recognition that each partner brings different strengths. CEDEFOP and their 
academic partners have the experience of a web scraping pilot carried out across six 
countries in 2015. With this expertise and funding there is now the ambition to expand this 
into a continuous system of OJV collection for all Member States. They have the resources 
and the deep technical expertise to collect, process and disseminate these data. 

 

The Big Data ESSNet brings together experts from NSOs who have considerable experience 
in transforming raw data into statistics. NSOs also have access to microdata from job 
vacancy surveys (JVS), which may be used to provide a better understanding of OJV data 
corresponds to the real-world1 phenomena that are of interest for policy makers2. Thus, the 
ESSNet can contribute to helping improve the quality of the outputs from this system and 
ensure that these are used appropriately. 

 

The basic questions for the CEDEFOP team from the ESSNet on quality centre on the details 
of overarching systems of managing quality from input, processing and through to final 
output.  Official statistics production typically follows some type of recognised quality 
framework. It is suggested that the UNECE Framework for the Quality of Big Data3 could be 
used either as the basis for a quality management system for the CEDEFOP web scraping 
system or to validate and enhance any existing systems of quality management. It is 
suggested that this framework could be useful for all potential uses of the CEDEFOP web 
scraped data, not just for official statistics purposes. 

 

The aim of this paper is to make an initial assessment of on-line job vacancy data against 
this UNECE framework and to promote discussion on whether this is something that could 
incorporated into the CEDEFOP web scraping system. The ESSNet recognises that the 
CEDEFOP system is designed specifically to meet CEDEFOP requirements and so there may 
be limits what can be changed or extended. Nonetheless, it makes sense to explore what is 
possible. 
                                                
1 Although the JVS itself has quality issues that prevent it from giving a true picture of the real world. 
2 Some NSO’s, notably Destatis (Germany), do not have JVS microdata as this is the responsibility of 
another government agency. 
3 UNECE, 2014, A Suggested Framework for the Quality of Big Data, 
http://www1.unece.org/stat/platform/download/attachments/108102944/Big%20Data%20Quality%20F
ramework%20-%20final-%20Jan08-2015.pdf?version=1&modificationDate=1420725063663&api=v2 
 

http://www1.unece.org/stat/platform/download/attachments/108102944/Big%20Data%20Quality%20Framework%20-%20final-%20Jan08-2015.pdf?version=1&modificationDate=1420725063663&api=v2
http://www1.unece.org/stat/platform/download/attachments/108102944/Big%20Data%20Quality%20Framework%20-%20final-%20Jan08-2015.pdf?version=1&modificationDate=1420725063663&api=v2


2. Purpose of a quality framework for on-line job vacancy data 

 

Most data can be considered an abstraction of real world phenomena. In cases where a data 
source is designed for a specific purpose, the abstraction will usually be representative of 
the phenomena being measured. In cases where data is used for a secondary purpose, the 
abstraction may only be approximate. 

 
For example, an administrative register of unemployed job seekers will be good at 

answering the question: 

How many job seekers are currently registered as unemployed? 
 
However, it will be less good at answering the question: 

How many unemployed people are currently looking for work? 

 
The first question is one that the data source is specifically designed to answer. The second 
is a slightly different question and the response needs to consider differences between this 
question and the concepts and definitions of the data used to answer it. In the above 
example, there may be unregistered unemployed job seekers who are not in the 
administrative data source. Thus, when producing statistics and using data to answer policy 
questions it is important to understand the motivations for producing the data, how it has 
been collected and what processing has been performed on it.  

 

On-line job advertisements contain a huge amount of data about the labour market. 
However, these data are a by-product of the process of matching of jobseekers to 
employers and is not designed for labour market analysis. Therefore, it cannot be assumed 
that a large amount of web scraped job advertisement data will necessarily provide a fully 
accurate set of insights for any questions that may be asked of it. For example: 

• Not all job vacancies are advertised on-line. 

• Some types of jobs are more likely to be advertised on-line than others. 

• The penetration of on-line job markets varies by country and changes over time. 

• In most countries, the on-line job market is comprised of multiple actors with 
different business models and there is usually no definitive source of on-line job ads. 

• A single vacancy may be advertised multiple times on different platforms (or even 
the same platform) 

• A single advertisement may contain more than one vacancy. 

• Variables such as occupation, industry and geography classifications need to be 
derived from other variables in the job ad. This may incur processing errors. 

• Different levels of information will be available for different vacancies (for example, 
vacancies advertised through agencies will usually not have the name of the 
employing business, which will affect the quality of industry coding. 

• Information extracted from the unstructured parts of job advertisement may be 
subject to errors 

• On-line job ads are a stock of advertised vacancies, which does not correspond 
directly to the concept of an unfilled job vacancy as measured by the JVS. 



 

This list is not definitive, but illustrates different ways in which on-line job vacancy data may 
show something different from the underlying phenomena of interest. Understanding and 
managing these issues is relevant for all analysis based on these data. Thus, factors affecting 
quality need to be understood and, if possible, treated. Those factors that cannot be treated 
should, if possible, be measured. Those that cannot either be treated or measured should 
be documented in way that allows analysts and end users to make the necessary 
judgements to use and interpret the data appropriately. 

 

The international official statistics community have developed and applied various quality 
frameworks to provide a systematic way of assessing data sources for official statistics 
purposes. In 2014, a UNECE Task Team looking at Big Data Quality suggested a quality 
framework specifically tailored for big data. The following is a high level outline of this 
framework. 

 

 

3. Outline of the UNECE Framework for the Quality of Big Data 

 

The suggested UNECE Framework for the Quality of Big Data is an elaboration of 
frameworks developed for the use of administrative data. There are many similarities but 
there is more emphasis on certain quality dimensions that are more important to big data. 
For example, selectivity, (i.e. lack of representative data) is particularly relevant for big data. 

 

The framework takes a structured view of quality at three phases of the business process: 

1. Input 
2. Throughput 
3. Output 

 

There also three hierarchical “hyper-dimensions”: 

1. Source 
2. Metadata 
3. Data 

 

These hyper-dimensions help contextualise and understand how data quality is affected by 
higher order factors. These could include factors relating to the source, such as the 
institutional or business setting in which the source is created as well as issues around 
privacy and security. These factors may determine what metadata are available to describe 
the concepts, the contents, and processing that may have been performed on the source. 
These in turn help inform the quality of the data itself. 

 

This hyper-dimension hierarchy can be applied to both the input and output phases and 
specific quality dimensions can be nested within this overarching structure. For example, 
institutional factors will help determine how the data is accessed but may also influence 
how outputs can be disseminated. Likewise, time related factors would apply both to the 



input source and output from the system. 

The suggested framework does not attempt to list all the potential quality dimensions for 
throughput stage as there are so many possible factors. Also, the hyper-dimension 
hierarchies are less applicable to the throughput phase as most quality dimensions are 
internal to the system. However, the framework also refers to three key processing 
principles for the throughput phase: 

 

1. System independence: Processing should follow theoretical principles and should not 
be dependent on the system processing them. 

2. Steady states: The system should aim to produce versioned datasets that have met 
specified quality criteria. 

3. Quality gates: There should be checkpoints where data quality should be explicitly 
assessed. 

 

The overall framework is shown in Table 1.  

 
Table 1: UNECE Big Data Quality Framework Dimensional Structure: 

 Phase of Business Process 

Input Throughput Output 

Hyper-

dimension 

Source Institutional/Business 

environment 

Privacy and Security 

 

 

 

Institutional/Business 

environment 

Privacy and Security 

Metadata Complexity 

Completeness 

Usability 

Time-related factors 

Linkability 

Coherence / 

consistency 

Validity 

 

Processing Principles: 

1. System 

Independence 

2. Steady States 

3. Application of 

quality gates 

Complexity 

Accessibility and 

Clarity 

Relevance 

Data Accuracy and 

Selectivity 

Linkability 

Coherence / 

consistency 

Validity 

 Accuracy and 

Selectivity 

Validity 

Coherence / 

linkability 

Coherence / 

consistency 

Time-related factors 



 

The quality dimensions of the UNECE Big Data quality framework are summarised in Table 2. 
This paper does not aim to provide a comprehensive explanation of the quality dimensions, 
but the assessment of OJV data in Section 4 against these dimensions should help make 
these definitions clear. 
 

Table 2. UNECE Big Data Framework quality dimensions: 

Quality Dimension Description 

Institutional or 

business environment 
The institutional and organisational factors which may have an 
influence on the effectiveness and credibility of the agency 
producing the data. 

 

Privacy and security The legal, organisational, confidentiality and privacy factors 
that may affect use of the data for statistical purposes. 
 

Complexity The level of complexity in terms of the data source in terms of 
data structures (including hierarchical complexity) and data 
formats. 
 

Completeness The extent to which complete metadata is available to ensure 
a proper understanding and use of the data. 
 

Usability The extent to which the NSO is able to work with and use the 
data without the employment of specialist resources or place a 
significant burden on existing resources. 
 

Time factors The timeliness and periodicity of the data. 
 

Accuracy The degree to which the information correctly describes the 
phenomena it was designed to measure. 

 

Selectivity: The degree to which data are selective and not 
representative of the population of interest. 

 

Coherence The extent to which the dataset follows standard conventions, 
is internally consistent, and is consistent over time. This 
includes two sub-dimensions: linkability and consistency. 

 

Coherence / Linkability The ease to which the data can be linked or merged with other 

relevant datasets. 

Coherence / 

consistency 

The extent to which the dataset follows standard conventions, 

is internally consistent, is consistent over time. 



 

Validity The extent to which a dataset measures what the user is 

attempting to measure. 

Accessibility and clarity Accessibility is the ease by which end users can access 
metadata and data. Clarity refers to the clear unambiguous 
descriptions of data. 

 

Relevance How well the statistical product meets the needs of users in 
terms of the concepts measured and the populations 
represented. 

 

 

 

This paper is written from the perspective of having knowledge of the issues around job 
vacancy data, but not a detailed knowledge of the CEDEFOP web scraping system and how it 
handles quality. It is possible to talk about OJV data quality dimensions at the input stage 
from the perspective of the ESSNet and these are assumed to be equally relevant to the 
CEDEFOP project. The throughput and output sections are more difficult as this requires 
operational knowledge of the CEDEFOP system. It is expected that much of this will become 
clearer at the validation meeting in Milan. 

 

There is also the added complication that there are possible validation steps using JVS data, 
which are not part of the current CEDEFOP system. Finally, it should be noted that the 
framework is designed for “statistical products” which are designed for a specific purpose 
and not necessarily “a database” which could serve a wide range of purpose. This may make 
aspects of the framework may be difficult to apply but overall, the framework seems to 
provide a useful checklist of quality issues to be considered. 
  



4. Evaluation of OJV data quality 

This section is the initial assessment of OJV data against the against the UNECE Big Data 

Quality Framework. It starts with the input phase followed by the throughput and output 

phases. 

 

4.1 Input Phase 

4.1.1 Institutional or Business Environment: 

 

• The institutional and business environment that generates OJV data is typically very 
complex and dynamic although the degree will vary between countries. There are 
usually multiple actors with no definitive provider. 

• In most countries, the government employment agency will operate a job portal. Often 
it is the largest portal with a country and could, in some cases, be regarded as a 
something close to a definitive provider. 

• Commercial considerations motivate portal behaviour. Some portals may act in 
competition with others. Others have business models that rely on cooperation from 
others, which may lead to wide spread duplication of ads on different portals. 

• Job portals can be categorised as job boards (publishing original ads), job search engines 
(providing a means of searching across job boards), and hybrid portal (which do both). 
Job boards are assumed to have lower proportions of duplicate ads. 

• Market shares may shift over time so there is a need to consider how to treat both 
portals in decline and new market entrants. Will there be a system for introducing 
and/or removing target portals? If so, how would discontinuities be managed? 

• Need to consider the risk of a general shift in the way in which job vacancies are filled, 
which may affect data availability (e.g. more direct approaches from employers through 
platforms such as LinkedIn). Therefore, there needs to be a system for monitoring these 
wider developments. 

• Reliability of data is mostly determined by the quality of data provided by employers. It 
is in their interests for this to be accurate. 

• Job portals might consider certain aspects of their business as commercially sensitive 
and so some processes and methods may not be fully discoverable. 

• Job portals are not generally in the business of providing data for analysis but may be 
open to partnership arrangements. In addition, OJV data may sometime be scraped by 
third parties and sold as analytical products (e.g. Burning Glass, Textkernel). In this case 
NSOs need as much information as possible about processing methods. 

 

 

4.1.2 Privacy and Security: 

 

• In general, legislative considerations are not relevant for OJV data, although in some 
countries public sector jobs must be advertised. 

• Website terms and conditions may prohibit web scraping. Even if not expressly 
prohibited, there are ethical aspects to be considered. A distinction may  



• These data are in the public domain and so there is a low risk of adverse public reactions 
to using these data. 

 

 

4.1.3 Complexity: 
 

• On-line job advertisements contain a mix of structured and unstructured data. The 
former usually equates to the summary information that is present in a list of jobs, while 
the latter is contained within the full text of the job advertisement. 

• There will normally be some common structured elements (e.g. job type, employer, 
location), although there may some variability in how this is presented on different 
portals. For example, location may be just a town name on one portal but a postcode on 
another. 

• The basic template of a job advertisement and the underlying data formats will usually 
be quite similar. However, some data elements that are structured on some portals may 
only be present in the unstructured text of the full job ad. 

• Some structured text may be messy. For example, the “job type” field may contain other 
information (e.g. location, skills) which needs to be removed prior to analysis. 

• Portals may often group their ads using their own job type classification systems, but 
these may not be of much value for analysis purposes. In general, variables need to be 
coded and classified to official nomenclatures. 

• In general, OJV do not have a high degree of hierarchical complexity, although if a single 
advertisement contains multiple vacancies, this will require some consideration from an 
analytics perspective. 

 

 

4.1.4 Completeness: 

 

• As it is not feasible to scrape all job portals, a system will only scrape some fraction of all 
on-line job ads. As well information about the selection criteria, there should also be 
some assessment about the quantity and type of on-line jobs that may be missing. It 
would be useful to have some metrics on how complete and representative the scraped 
job ads are of all on-line job ads. One possibility would be to have perform some cross-
validation metrics between portals => e.g. are the distributions of job ads by occupation 
and industry similar for all target portals? 

• Since job ads are usually removed from job portals when they close, web scraping 
cannot usually not be used to access historical data. However, these may be retained by 
job portal owners and so cooperation agreements may give a means of accessing these. 

• Metadata for job portals is generally lacking and for the most part the only metadata 
available is that which can be inferred from the data itself. 

• OJV data have maximum value to job portals, employers and job seekers while a job ad 
is live. Historical data is very much of secondary importance. 

• Commercial third-party products are much more likely to have metadata for the data 
products they produce. For example, the UK Burning Glass data has an extensive data 
dictionary. 



4.1.5 Usability: 

 

• A production level web scraping operation requires significant resources both in terms 
of specialist skills and systems. 

• NSO IT environments are generally not designed to scrape data from the web and then 
ingest it into secure production systems. 

• An approach based around sourcing job advertisement data from a trusted provider 
(such as CEDEFOP) holds considerable advantages. This should considerable reduce the 
burden on NSOs to develop their own specialist solutions. 

• The downside is that NSOs cede direct control over data quality. A mechanism (such as 
this quality framework) could provide added confidence. 

• Some big data skills and infrastructure may still be needed by the NSO if these data are 
to be fully exploited. 

 

 

4.1.6 Time Factors: 

 

• In general, OJV offers the potential for data that is both more timely and more frequent. 

• New job advertisements web scraped from the Internet can be captured daily and in near 
real time. This is may be particularly useful for macro-economic policy purposes. 

• Data that is supplied directly form a job portal owner or through a third party may 
involve a time delay depending on how data is delivered. 

• There are time related differences in the definition between OJV data and the definition 
of a vacancy as measured by the JVS (see section on Validity) 

• A changing propensity for jobs to be advertised on-line along with changing market 
shares over time could be considered another time-related factor. 

 

 

4.1.7 Accuracy and Selectivity 

 

• On-line job advertisements are designed for the purposes of matching job seekers to 
employers and are not designed for analytical purposes.  

• Over-coverage: Some posted job vacancies may be out of scope for official statistics 
purposes, for example, overseas jobs and student internships. Slovenia estimate that 
these comprise about 17% of Slovenian job ads. 

• Under-coverage (see Selectivity) 

• Missing data: 
o Company name may be missing if the job is advertised through an employment 

agency 
o The closing date may be missing or may need to be derived from the data feed 

(i.e. when the job ad is no longer live). For example, UK Burning Glass data has no 
closing date. 

• Duplicates: This is very likely to be an issue when combining job portals, but may even 
exist within some job portals (i.e. job search engines) 



• Understanding the selectivity of on-line job advertisements is needed to understand the 
extent to which these data represent what is happening in the labour market overall. 

• Selectivity may occur for different reasons: 
o Some selectivity will occur because not all jobs are advertised on line and some 

types of jobs are more likely to be advertised on-line than others. In France it is 
estimated that 59% of job vacancies are not advertised on-line and 56% are not 
advertised at all. 

o In addition, some types of jobs advertised on-line may be more likely to be 
advertised on certain types of portal. Therefore, the selection of target portals 
for scraping may introduce some additional selectivity effects. 

 

 

4.1.8 Coherence / Linkability: 

 

• The problem of identifying and removing duplicate job ads can be considered as a 
linkage problem. Although there may be some small differences in how ads from 
different portals are structured, they mostly follow a basic template (i.e. job title, 
location, publication date, job description), which enables job ads to be matched and de-
duplicated.  

 

 

4.1.9 Coherence / Consistency: 

 

• A distinction can be made between consistency for different OJV sources and between 
OJV data in general and the JVS. 

 

Consistency between OJV data sources: 

• Location information is often inconsistently presented between job portals. 

• As previously mentioned, many ads are advertised only through employment agencies 
and so the employing business is not known from the data. Therefore, the quality of 
industry coding will vary for different types of ads. 

• As mentioned, portals typically have their own way of classifying jobs and this 
information is not generally usable. Variables such as occupation and industry need to be 
classified to standard nomenclatures using the available information. 

• In terms of temporal consistency, it is assumed that job advertisements are generally 
published in a consistent manner. This is to say, a job ad and any duplicate ads will be 
published at, or about the same time, or at least following a consistent pattern from one 
portal to another. The use of time stamp information may be helpful in helping to 
identify duplicate ads. 

 

Consistency between OJV and JVS data: 

There are conceptual differences in the definition between OJV data and the definition of a 
vacancy as measured by the JVS. This is discussed further under the validity quality 
dimension.  
 



4.1.10 Validity: 

 
As mentioned, validity is the extent to which a data set measures what the user is 

attempting to measure. It is assumed that for policy purposes the interest is in measuring 

underlying labour demand, not the phenomenon of advertising jobs on-line. Many of the 

factors already mentioned will result in differences between the data the target concepts of 

the underlying labour market. 

One important issues not yet discussed is there is invariably a gap from the time a job 

advertisement closes to the time when the vacancy is filled (i.e. time needed to call 

candidates to interview and confirm acceptance from successful candidates). The length of 

this gap for specific vacancies is not always known (although in some countries this 

information is collected in the JVS). In order, to make comparisons with the JVS some 

assumptions need to be applied to the OJV data on how long it takes to fill a vacancy after it 

is first advertised. This will inevitably introduce some level of error. 

Another issue around validity is the phenomena of “ghost vacancies”. These are advertised 

vacancies, often placed by employment agencies for jobs that do not really exist. 

Anecdotally, one of the reasons this can happen is that some job boards may offer a client 

so many job ads per month. If there are some unused capacity after all the genuine ads are 

published, a company may publish a ghost vacancy to get CVs of potential applicants who 

could be suitable for future vacancies.  

 

4.2 Throughput Phase 

 

4.2.1 Quality considerations: 

 

As discussed, it is difficult to be specific about the quality dimensions in the throughput 
phase as these require knowledge of the system. It is expected that this will be made clear 
at the Milan meeting, but some questions for consideration are as follows: 

• What steps taken to check that all target data is collected? 

• What backup systems are in place for when scraping fails? 

• Are there processes in place to establish if data has been missed and if so, is it 
possible to estimate how much data has been missed? 

• What changes are made to data during pre-processing (e.g. cleaning/standardising 
variables). Are metrics available to determine the quality of this processing? 

• What steps is the CEDEFOP system taking to identify multiple jobs per job ad? 

• Is it possible to identify and remove ghost vacancies? 

• What methods are used for deduplicating data? How are the deduplicated results 
tested? Can the quality of deduplication be measured (e.g. confusion matrices)? 

• What methods are used for extracting data from unstructured text? What metrics are 
available to measuring the quality of this processing? 

• What methods are used for coding variables and deriving other data (e.g. for 



occupation, industry, geography)? Are there metrics available to measure quality? 

4.2.2 Processing principles: 

 

As mentioned earlier, there are three processing principles for the quality of data at the 
throughput stage: 

1. System independence: Processing should follow theoretical principles and should not 
be dependent on the system processing them. 

2. Steady states: The system should aim to produce versioned datasets that have met 
specified quality criteria. 

3. Quality gates: There should be checkpoints where data quality should be explicitly 
assessed. 

 

The principle of quality gates may require some elaboration. A quality gate has the following 
features: 

1. Placement: where in the process the quality gate occurs 
2. Measures: the measurements used to assess quality are decided in advance 
3. Roles: who is responsible for the quality gate 
4. Tolerances: the thresholds for acceptable quality around the agreed measures, also 

decided in advance. 
5. Actions: what happens when the quality gate fails 
6. Evaluation: monitoring and assessment of the quality gate itself. 

 

It would be useful to establish the extent to which the CEDEFOP web scraping system 
corresponds to these principles. Further, it there are gaps, does the CEDEFOP project see 
benefits in implementing these concepts? 

 

 

4.2.3 Using JVS data to benchmark OJV data 

 

The following section discusses using JVS data to benchmark OJV data and to measure 
selectivity. Although this is not part of the CEDEFOP system, it may be useful to consider this 
as part of the throughput phase as it is quite methodologically complex with its own quality 
issues. 

 

One possible approach to measuring selectivity is to link the reporting units from the JVS to 
company names in the OJV data. It could even be possible to do a complete match of OJV 
data to the Business Register. In theory, this should enable comparisons of counts from the 
on-line and survey sources to identify those industries which may be underrepresented. In 
practice, this may be much more difficult. The main issues are: 

• The linking step itself is be subject to error. Linking is particularly complicated for large 
business with complex structures where the reporting arrangements for surveys do 
not correspond to how the business advertises jobs. 

• Many vacancies are advertised exclusively through employment agencies and so the 
advertised vacancies do not have information about the employing business. 



• Even when linking seems reliable, the differences in counts at the company level 
between the JVS and OJV data often show widely varying levels of vacancies. Part of 
the difference will be due to definitional differences between the OJV and JVS data, 
but even taking account of this, patterns are often difficult to explain.  

• Comparisons of vacancy counts for individual companies between different portals 
can also show patterns that are difficult to explain. 

 

A more straightforward approach would be to make aggregate comparisons by industry 
between the survey and on-line sources. This approach has some of the same problems as 
the previous (e.g. the employment agency problem). One possible approach (being explored 
by the ESSNet) is to use a machine learning approach to classify job ads by industry sector 
based on the text of the advertisement. While this has been shown to work to a certain 
degree, this is also prone to error. 

 

 

 
4.3 Output Quality 

The output quality framework applies to reporting, dissemination and transparency relating 
to outputs. It includes the type of information about quality that the user should ideally 
have to use the output appropriately. Thus, these quality dimensions would provide the 
basis for developing a user guide.  

 

 

4.3.1 Institutional or Business Environment: 

 

• Providing information about target job portals will be important to users including 
justification for their inclusion. 

 

4.3.2 Privacy and Security 

 

• It may be necessary to consider if there are restrictions on whether certain types of 
outputs can be published. This to be relevant for any data obtained through direct 
partnership arrangements and may be subject to the conditions of those arrangements. 

• An important consideration is how to manage the reporting of data from a commercial 
entity if the quality was deemed to poor. The risk is that further access to data could be 
curtailed. Possible approaches could involve focusing on the quality of combined 
outputs, or alternatively, restricting access to metadata. 

 

 

4.3.3 Complexity 

 

• Need to provide information about how complexity has been dealt with during the input 
and throughput phases. 



• This would include steps taken to: 
o Standardise data from different OJV sources prior to integration 
o Identify multiple vacancies within a single job ad 
o Remove duplicates 
o Extract structured data from unstructured text (e.g. skills) 
o Include any definitions used and assumptions applied to derive other data. 

• Quality indicators could include: 
o A standardised data model for OJV data 
o Quality metrics relating to multiple vacancies per job ad, duplicate removal and 

creation of structured data from unstructured text. These could include 
confusion matrices for machine learning tasks. 
 

 
4.3.4 Accessibility and Clarity 

• Relevant metadata needs to be compiled as well as systems in place for keeping it up to 
date. 

 

 

4.3.5 Relevance 

 

• Relevance refers to whether the data measures the concept meant to be measured for 
its intended uses. This might be quite difficult from the perspective of the CEDEFOP 
system as the intended uses of these data may be quite open-ended. However, it would 
be possible to do this for known use cases. 

• A obvious starting point would be the CEDEFOP’s own use cases followed by those for 
existing official statistics purposes. Assessment of relevance for other indicators would 
then need to be done on a case by case basis. 

• Documentation on relevance could include discussion on how OJV data provides data 
that is considerably richer than that provided by traditional data sources (e.g. JVS). 
Additional information includes information about occupation, skills, job location, 
contract type and, in some cases, salary. Also, OJV data is not limited by survey samples.  

 

 

4.3.6 Accuracy and Selectivity 

 

Indicators could include: 

• Metrics on the quality of any pre-processing steps 

• Metrics for identifying duplicates 

• Metrics for the quality of any machine learning algorithms applied to text data 

• Metadata will require extensive discussion of selectivity issues. This could include 
metrics on the representivity of target portals as well as metrics on selectivity from 
any work undertaken by NSIs using JVS data. 

 

 



 
  



4.3.7 Validity 

 

• Explanations about the differences between OJV and JVS data 

• Metrics between the differences between OJV and JVS data? 

• Metrics about ghost vacancies? 

 

4.3.8 Coherence – Linkability 

 

• Depends on functionality of the output system and whether there would be microdata 
that is linkable. 

• If so, information is needed about potential variable that could be used for linking (e.g. 
company/enterprise information, location data) 

 

4.3.9 Coherence – Consistency 

 

• Metadata on how data has been coded and classified 

 

 

4.3.10 Time-related factors 

 

• Metadata on input time related factors 

• Information about timeliness and frequency of data from the CEDEFOP system 

 
 

5. Conclusion: 

 

The UNECE Big Data quality framework is a useful way of thinking about quality in a 
structured way and provides a checklist of issues quality issues to be considered. It is 
particularly useful in terms of thinking about what metadata and other quality information 
users of the system will need in to use the data appropriately. 

 

A key issue to resolve is exactly who would be responsible for quality at different points in 
the process and what is the overall strategy for managing quality and different outputs from 
the system. For example, it is conceivable that JVS micro-data could be incorporated as part 
of ongoing system of validation or data enrichment of the CEDEFOP. However, statistical 
laws would likely prevent sharing of this data with CEDEFOP. Therefore, any solution would 
need to involve a complex system of data (and metadata) flows out of the system to NSOs 
for validation and enrichment and then returned to CEDEFOP. While this would enable 
production of a master dataset facilitating complete uniformity of outputs from a master 
dataset, this might also be too unwieldy and impractical. An alternative approach would be 
for the validation to be done using aggregate data. 


