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Reference Use case  

 1) URL Inventory of enterprises  2) E-commerce from enterprises’ websites  

    

X 3) Job advertisements on enterprises’ websites  4) Social media presence on enterprises’ web pages 

 

Synthesis of pilot objectives  

Our aim was to scrape data from a sample of businesses websites – 50% of which contain job adverts – and 

use the scraped data to train a supervised machine learning model predicting the presence of job adverts. 

This was a small-scale pilot to help us explore technological, methodological and ethical issues with carrying 

out this kind of web-scraping in a UK context. 

 

Pilot details 

       

 

 

 

 



General description of the flow on the logical architecture 

We attempted to scrape data from 400 business websites, 200 of which contained job vacancies. The 

scraping was carried out using Scrapy with results stored in a text file for each website. We then used a 

custom python script to create features based on the presence of words on a website and trained a Naive 

Bayes classifier to predict whether a business website contains job vacancies. 

Functional description of each block  

Companies Sample 

Unfortunately, the UK ICT survey does not capture information on whether a business advertises job 

vacancies online. We obtained ‘positive’ (websites with job vacancies) and ‘negative’ (websites without job 

vacancies) samples separately: 

Sample of websites not containing job vacancies: we sampled businesses from the UK ICT survey 

which report having a website, manually identify a website for each of these businesses, and 

verified that this website does not contain job vacancies. 

Sample of websites containing job vacancies: these websites were scraped from an online listings 

page containing business websites which offer jobs vacancies. This listings page does not exclude 

scraping in the terms and conditions. 

Our final sample contained 400 business websites – 200 containing job vacancies and 200 which don’t. 

Scrape using Scrapy 

We attempted to scrape every website using Scrapy. Where scraping is blocked through the robots.txt 

exclusion protocol or otherwise, no scraping took place. Due to these restrictions we successfully scraped 

data for only 309 enterprises. 

Feature Extraction 

The features for our Naiive Bayes classifier were simply the presence or non-presence of words on the 

website, with each word treated independently (‘bag-of-words’ model). Features were created for the 

50,00 most common words across all websites in the study. 

Machine Learning 

We used a simple Naiive Bayes classifier, with an 80%-20% training/testing split.  

Evaluation 

We computed standard accuracy metrics on our test data.  

 

 

 

 



Description of the technological choices  

Scraping using scrapy – scrapy is a powerful, scalable open-source web-scraping tool available in Python. 

We chose scrapy because we have used it in other projects, and it seemed to be a good fit here. 

Feature extraction and machine learning using the NLTK library in python - This is a powerful natural-

language tooklit with native functionality for machine learning which would easily allow more advanced 

natural language techniques. 

Other technological choices - see Use Case 1. 

 

Concluding remarks 

Lessons learned 

 Methodology – for the main pilot we only scraped the top level of the website. Our other 
investigations suggest that this is insufficient – to capture jobs listing data, a fairly deep crawl is 
required. 
 

 Methodology - we had a particular problem with False Positives – websites being identified as 
containing websites when they actually do not. Some of the most informative features were words 
like ‘opportunities’, which may appear on most business websites. We used a simple ‘bag of words’ 
naive bayes classifier, and it may be that using more complex natural language processing methods 
would address this False Positive issue. 
 

 Methodology – a much larger training set is required. We are working to build up our URL inventory 
to address this issue. 

 

 IT – scrapy is a useful, scalable tool for web-scraping. The NLTK library in python will be useful for 
investigating more advanced natural language processing. 
 

 Legal – as a part of this pilot we needed to address legal issues within the ONS. We now have 
provisional guidance which allows us to web-scrape, respecting the robots.txt protocol, without 
checking the terms and conditions of websites.  
 

Open issues 

We need a much larger training set, and will re-do this research using more data when our expanded URL 

inventory is available. At this time we will crawl more pages from each website. 


