
Appendix: Use Case 2: E-commerce 

Common Approach 

Four countries carried out pilots for this use case: 

 Italy 

 Bulgaria  

 UK 

 Netherlands 

The approach of all countries followed the same basic outline: 

1. Scrape textual content from pre-identified enterprise websites 

2. Create features based on the presence or absence of words in textual content 

3. Use these features and some algorithm to predict whether an enterprise is engaged in 

ecommerce 

Details of approach and differences between countries 

1. Scrape textual content from pre-identified business websites 

Italy scraped textual content from the entire website, while Bulgaria, Netherlands and UK 

scraped textual content only from the top level of the enterprise website. 

Sample sizes varied considerably between countries: Italy scraped 78,000 enterprise 

websites, Bulgaria scraped 9,909, Netherlands scraped about 1,000 while the UK scraped 

only 300. 

 

2. Create features based on the presence or absence of words 

Different countries used the textual data to create features in different ways. Italy created a 

term-document matrix based on the presence of any given word in any given enterprise 

website. The UK used a similar approach, but limited the features to the most-common 

words in the corpus. Netherlands and Bulgaria instead used lists or ‘dictionaries’ of 

keywords, with the presence or absence of each keyword on a website constituting a 

keyword features – the Netherlands manually inspected a sample of websites to identify 

keywords, while Bulgaria tested several sets of keywords. 

 

4. Use these features and some algorithm to predict whether an enterprise is engaged in 

ecommerce 

 

Italy, Netherlands and UK all used various supervised machine learning outcomes on a 

randomly-selected training sample, and evaluated performance against a testing set. Italy 

utilised a variety of algorithms – including SVMs, Random Forests, Logistic Regression, 

Neural Networks, and Naiive Bayes – and settled on Logistic regression and random forests, 

while the UK used Naiive Bayes only. Bulgaria did not utilise machine-learning, and instead 

used a filter based on their features. 

 



Summary of findings 

 Most countries were successful in identifying at least some e-commerce websites, but all 

struggled to get the right balance between precision and recall. Further development of 

methods would be needed before arriving at robust estimates. 

 

 A simple rules-based method for identifying features, as opposed to identifying features 

based on word frequency, seemed to perform reasonably well.  However, all countries 

effectively used a ‘bag-of-words’ model – treating each word independently – and several 

are interested in utilising more advanced NLP-type techniques. 

 

 Where supervised machine learning approaches were utilised, the precise technique used 

does not seem to make an enormous difference to the results. However, no country has 

investigated ‘deep learning’ type techniques, which may improve performance.  


